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Abstract

Modern disk-storage systems have to accomplish the requirements of a variety of application classes.
Applications that process continuous-media data such as video and audio streams require the stor-
age system to guarantee sustained bandwidths. Interactive applications demand the storage system
to ensure bounded response times, posing timing constraints on the execution of individual disk
requests. Traditional timesharing applications may require both high throughput or overall short
response times. With the described applications being more and more used together in todays com-
puting systems, the disk-storage subsystems have to efficiently combine the different requirements of
this application mix.

In this thesis, I develop the design of a storage system that comprehensively addresses the various
challenges posed by including the support for quality-of-service guarantees in disk-storage systems.
The presented storage system provides three main properties. First, the admission control includes
the support for statistical guarantees to increase the share of the disk bandwidth that can be utilized
by the admission control. Second, the disk-request scheduling clearly separates the enforcement of
real-time guarantees from the task to establish the optimal execution order of the requests, and it pro-
vides a flexible mechanism to combine the execution of requests with different quality-of-service re-
quirements. Finally, the file system addresses both the needs of the former two elements of the storage
system and of the various file types used by the applications by providing a flexible block-allocation
policy and customized client interfaces. I show the implementation of the presented designs with the
DROPS Disk-Storage System and I provide a detailed evaluation based on this implementation.
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Chapter 1

Introduction

Incorporating the support for quality-of-service guarantees into disk-storage systems has drawn at-
tention for a quite while now. The most prominent reason for this interest are multimedia systems
that include the processing of video and audio streams. The processing of such continuous-media
data poses requirements on both the timely handling of the data and the bandwidth provided by the
storage system. But these continuous-media applications are not the only cause for the incorporation
of quality-of-service guarantees, other applications such as real-time databases or interactive media
applications also require the timely handling of their storage requests. Resulting from a more recent
trend, these multimedia applications have become a more and more significant part of the commodity
use of computer systems.

To incorporate the support for quality-of-service guarantees, the disk-storage system essentially needs
to provide two properties. First, an admission control is required to decide whether the system is able
to handle an additional load, based on the current utilization of the system. Second, the storage
system must deploy a scheduling policy that ensures that the guarantees given to its clients are met,
once they are accepted by the admission control. The enforcement of the guarantees particularly
requires the scheduling policy to execute the disk requests in an order such that the execution of
the requests is finished prior to the deadline set by the client. The admission control can provide
different types of guarantees. With hard real-time guarantees, the storage system ensures that all
storage requests of a client are successfully executed in time, which requires the admission control
to be based on worst-case assumptions. In contrast, with soft or statistical real-time guarantees not
all requests are necessarily executed, but the system ensures an adequately high percentage of the
requests to be executed, which relaxes the assumptions used by the admission control.

Statistical guarantees are of particular interest with disk-storage systems for two reasons. First of
all, because of the physical design of disk drives the execution of disk requests shows a poor ratio
of the average-case execution time and the worst-case execution time, the latter can exceed the
average-case execution time by an order of magnitude. An admission control based on such worst-
case assumptions results in a low disk utilization. The utilization can be significantly improved by
using a statistical admission model based on a description of the real behavior of the disk, for instance
using random variables to describe the request execution time, and tolerating a small probability that
the execution of a disk requests misses its deadline. Second, especially multimedia applications are
able to cope with the occasional miss of a deadline or the loss of a data packet, but cannot afford the
low utilization caused by the hard real-time guarantees. For instance, video-playback applications are
able to resynchronize to the video stream after a lost packet, and the resulting video quality remains
acceptable as long as the loss rate stays within reasonable boundaries.
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Chapter 1. Introduction

Resulting from multimedia applications becoming part of the commodity usage, the focus to incor-
porate the enforcement of quality-of-service guarantees shifts to include this enforcement with com-
modity computing systems, and away from dedicated systems such as continuous-media servers. In-
corporating quality-of-service guarantees with traditional, best-effort disk-storage systems in a mixed-
media storage system creates additional challenges, as the storage system needs to combine the re-
quirements of the traditional system, such as short response times, high throughput, or the fairness
between the clients of the storage system, with the enforcement of the quality-of-service guarantees.
In particular, the enforcement of these guarantees can be contrary to the requirements of best-effort
systems, as the storage system might be forced to prioritize the execution of a disk request to meet a
guarantee, resulting in either delaying the execution of another request or an execution order of the
disk requests not achieving the best possible throughput. On the other hand, the workload created
by the traditional systems is less predictable than the load of continuous-media applications, which
has to be considered by the admission control.

To summarize, the efficient support for quality-of-service and real-time guarantees in disk-storage
systems requires first an admission control that incorporates statistical guarantees to improve the
utilization of the system as well as is able to deal with unpredictable workloads such as generated by
best-effort applications; and second a disk request scheduling policy that both enforces the guarantees
given by the admission control and that still provides an adequate performance to the overall system.
An extensive amount of work exists addressing individual elements of these requirements, but there
is no work to my knowledge that combines theses requirements within a single disk-storage system.

A variety of approaches exists to provide quality-of-service guarantees with dedicated continuous-
media servers, such as video-on-demand systems. The execution of the disk requests is typically
organized in rounds, assigning the requests of each client a fixed position within each round. This or-
ganization provides only limited flexibility to incorporate other requests than those of the continuous-
media applications into the schedule. The existing solutions to incorporate statistical guarantees with
continuous-media servers are based on a common approach, the admission control calculates the
probability that requests miss their deadlines using stochastic models of the behavior of the disk, and
accepts the workload as long as that probability does not exceed a predefined value. The models used
by the admission control to calculate these probabilities require the knowledge of the entire workload
handled by the disk, which does not allow to incorporate unpredictable workloads, such as requests
generated by best-effort applications. The available approaches to provide mixed-media systems focus
on the disk-request scheduling combining the execution of requests with different quality-of-service
guarantees, but lack comprehensive admission control models.

In this thesis, I develop the design of a disk-storage system that overcomes the described limitations.
The design addresses the needs of advanced storage systems that have to combine the requirements
of a variety of applications classes, ranging from multimedia applications to traditional timeshar-
ing applications. I apply the developed designs to the DROPS Disk-Storage System, it provides the
following properties:

• The admission control is able to provide both hard real-time guarantees and statistical real-time
guarantees. With statistical guarantees, the admission control ensures that a requested percent-
age of disk requests of a client is executed successfully. In contrast to the existing approaches
to support statistical guarantees, the admission control calculates the amount of time required
by the execution of the disk requests to achieve the requested percentage, and clients are only
admitted if this time demand can be met by the system. The calculation of the time demand is
based on a comprehensive probabilistic model that uses random variables to describe the execu-
tion times of disk requests. The knowledge of this time demand provides the request scheduling
with the required information to be able to enforce these guarantees also with the presence of
other clients, such as best-effort applications.

2



• The disk-request scheduling policy uses the times calculated by the admission control to reserve
an appropriate share of the available time to execute the requests of those real-time clients. The
enforcement of these reservations is done using a flexible approach, exploiting the slack time
provided by the requests of real-time clients to both include requests of best-effort applica-
tions with the scheduling decisions as often as possible, and to maximize the disk throughput.
Upon each scheduling decision, the request scheduler calculates the subset of the outstanding
disk requests that can be included in the current scheduling decision without violating any of
the real-time guarantees. The scheduler then picks the request that is executed based on the
rotational positions of the requests to achieve a good overall disk utilization.

• Finally, the design of the file system accomplishes the requirements of both the admission model
and the disk request scheduling. In particular, the file system ensures that real-time requests
can by executed using an adequate request size by providing an allocation policy that supports
various block sizes; and it uses a streaming client interface that matches the stream model used
by the admission control.

The presented work concentrates on providing the described properties with a single disk. The work
can be applied to systems consisting of multiple disks using established approaches such as coarse-
grained striping, deriving the requirements posed on each individual disk by breaking down the
overall requirements of the clients to each disk.

Organization of the Thesis

This thesis is organized as follows. The next chapter gives an overview of the related work and
introduces the Dresden Real-Time Operating System (DROPS) that provides the environment for this
thesis. In particular, Section 2.3.1 discusses the Quality-Assuring Scheduling (QAS), which forms the
basis for the admission model developed in this thesis.

Chapter 3 describes the support for quality-of-service guarantees for the disk storage. Section 3.1
introduces the resource model used by the admission control, which is described in Section 3.2.
Section 3.3 discusses the request-scheduling policy used to enforce the quality-of-service guarantees.

Starting from the requirements posed by the disk-scheduling model, Chapter 4 introduces the design
of the DROPS File System, which includes the block-allocation policy described in Section 4.1, a
description of the structure of the file-system metadata in Section 4.2 and a discussion of the client
interface and the resulting execution model used by the file system in Section 4.3.

Chapter 5 outlines the implementation of the presented designs with the DROPS Disk-Storage System.
Section 5.2 discuses the implementation of the disk request scheduling and Section 5.3 gives an
overview of the implementation of the file system, particularly describing the streaming interface.

Based on the implementation with the DROPS Disk-Storage System, Chapter 6 provides an evaluation
of the presented designs. The evaluation includes an analysis of the admission model supporting the
statistic quality-of-service guarantees in Section 6.2, the examination of the request-scheduling policy
in Section 6.3, the discussion of the integration of the storage system into the overall DROPS archi-
tecture in Section 6.4, and finally an evaluation of the file-system design in Section 6.5.

Finally, Chapter 7 concludes the thesis with a summary and suggestions for future work.

3
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Chapter 2

Foundations and Related Work

In this chapter, I will present the basics of my work, define the scope of this thesis and discuss related
approaches to incorporate quality-of-service and real-time guarantees into disk-storage systems.

The literature offers an extensive body of work aiming to provide quality-of-service and real-time
guarantees with disk-storage systems. Based on the motivation presented in the introduction, the
discussion of the related work will concentrate on approaches that aim to combine the diverse re-
quirements of mixed-media systems and on systems that deploy statistical admission models. This
chapter also includes a description of the Dresden Real-Time Operating System (DROPS) [37]. With the
Quality-Assuring Scheduling (QAS) [31], DROPS provides the theoretical foundation of the scheduling
models developed in this thesis, and the environment offered by DROPS is used to evaluate these
models.

The chapter is organized as follows. First, Section 2.1 provides an overview of the foundations and
the terminology used in this thesis. Section 2.2 discusses related approaches to incorporate quality-
of-service and real-time guarantees with disk-storage systems. Finally, Section 2.3 describes DROPS,
particularly focusing on the concepts of the Quality-Assuring Scheduling.

2.1 Foundations

This section describes the foundations and introduces the terminology used throughout this thesis. In
particular, the section provides an overview of the general structure of disk-storage systems, including
a discussion of the challenges posed on the disk-request scheduling; and it further describes the
requirements posed on a disk-storage system by multimedia and continuous-media systems.

2.1.1 Disk-Storage Systems

Disk drives are used in a variety of different environments to store data, ranging from hand-held
audio players to large-scale storage servers consisting of networked storage nodes. In spite of the
diverse structure of these systems, they all have to accomplish two common requirements [26, 85]:

1. The storage system has to provide mechanisms to organize the data stored on the disks. It
includes policies to manage the space provided by the disk, mechanisms to keep track of which
data on the disk belong to the files of the clients of the storage system, and mechanisms that

5



Chapter 2. Foundations and Related Work

allow clients to access the data stored on the disk. This functionality is typically combined into
a File System.

2. Disk drives can only execute one request at a time, requiring the storage system to arrange the
order of the execution of requests concurrently arriving at the storage system. The execution
order of disk requests can have a large effect on the performance achieved by the disk, resulting
from the delays caused by the mechanical design of the disk. The aims and challenges of the
Disk-Request Scheduling are discussed in detail in the next section.

The designs of both the file system and the disk-request scheduling depend on the requirements posed
by the individual disk-storage system, and each storage system might have to provide additional
properties. Especially, networked storage servers require appropriate network protocols to connect
the storage nodes, but such properties are beyond the scope of this thesis.

2.1.2 Disk-Request Scheduling

Determining the execution order of the requests handled by the disk is a crucial task of any disk-
storage system. The execution order has a large influence on both the bandwidth that can be achieved
by the disk (i.e., the amount of data that can be read or written by the disk within a time interval)
and the response time observed by the clients of the storage system (the response time consists of the
time a requests is queued within the storage system and the time required to execute the request by
the disk).

A major cause of this influence is the mechanical design of the disk, outlined in Figure 2.1(a). Disk
drives store data on one or several rotating platters, using a read/write head to access the data on the
magnetic surface of the platters. The data is organized in concentric tracks, requiring the disk head
to be moved between the various tracks of the surface to access the data. Within a track, the data
is organized in sectors that form the smallest unit that can be accessed by the disk, the typical size
of a sector is 512 Byte. Modern disks exploit the different lengths of the concentric tracks by storing
more sectors in the longer outer tracks of the disk than in the shorter inner tracks, dividing the disk
in various zones where each zone stores a different number of sectors within its tracks. The current
interfaces used between the disk drive and the host system (such as IDE or SCSI [72]) mostly use
logical block addresses to specify the target sectors of a request, which must be translated into the
actual position of the sectors on the disk platters. The most common mapping is a linear mapping
between the logical addresses and the sector positions, starting with the numbering at the outermost
tracks of all surfaces (i.e., the outermost cylinder) and first enumerating all sectors of this cylinder
before switching to the second cylinder, and so on.

Figure 2.1(b) outlines the principle procedure of the execution of a request by the disk. The overall
time required to process a disk request can be subdivided into three main elements. First, the disk
head must be moved to the track containing the target sectors (seek), the required time depends on
the distance between the starting position of the disk head and the target track. Second, the disk head
needs to wait until the target sectors arrive at the disk head (rotational delay). This delay depends
on the angle distance between the point where the disk head arrives at the track and the position of
the target sectors, and the rotational speed of the disk. Finally, the disk head reads the data from the
disk or writes the data to the disk. In addition to these three main elements, the overall execution
time includes more delays such as the time required to process the requests within the disk controller.
These times are usually combined in a fixed command overhead.

The disk-request scheduler must consider this execution procedure in order to determine an optimal
execution order of the requests. Only the final of the main three described stages of the request

6



2.1. Foundations

(a) Mechanical Structure of a Disk Drive. (b) Request Execution.

Figure 2.1: Mechanical structure of a disk drive and procedure of the request execution. Figure (a) illustrates the
mechanical design of a disk drive. Figure (b) outlines the procedure of the execution of a request by
the disk (omitting the command processing within the disk controller and the data transfer between
the disk and the host system).

execution transfers data between the disk and the host system, and therefore contributes to the
utilization of the disk drive. Thus, the utilization of the disk, and the bandwidth resulting from this
utilization, depends on the ratio between the time required to position the disk head (consisting of
the seek and the rotational delay) and the time actually spent transferring data between the disk
and the host system. This behavior defines one of the most important goals for the disk-request
scheduling, which is to reduce the seek time and the rotational delay to improve the disk utilization.
To achieve this goal, several policies exist to order the requests available to the disk-storage system
and to pick the next request that is executed by the disk. The Shortest Seek Time First (SSTF) [74]
scheduling policy always selects the request that results in the shortest track distance between the
current position of the disk head and the next request. The SCAN policy [74] (also known as elevator
policy) is similar to SSTF, but moving the disk head only in a single direction to allow the execution
of requests scattered over the disk, which could be ignored by SSTF. Both the SSTF and SCAN policies
only reduce the seek distance, but are easy to implement by ordering the requests according to their
logical block number, assuming the linear mapping from these block numbers to the sector position
described earlier. In contrast, incorporating the rotational delay in the scheduling policy requires the
exact mapping of the logical block number to the position of the sector on the disk platters to be able
to calculate the angle distance. The Shortest Access Time First (SATF) [42] policy chooses the request
resulting in the shortest overall access time, consisting of both the seek time and rotational delay.

The policies to reduce the access time are often combined with other policies to achieve further goals,
such as bounded response times or fairness between the several clients of a storage system. Aging
policies are used to prioritize requests once they are queued too long, bounding the response times
observed by the clients of the storage system [42]. Fair queueing policies, such as the Completely Fair
Queueing (CFQ) [7], are used to equally distribute the performance of the storage system to its clients.
Combining these policies attempts to achieve a compromise between the various requirements posed
on a disk-storage system.

2.1.3 Quality-of-Service and Real-Time Requirements

The need to incorporate quality-of-service and real-time guarantees into disk-storage systems is driven
by the advent of multimedia applications that process video and audio data [61, 29, 24], commonly
referred to as continuous media. Compared to traditional systems that typically use textual or binary
data [68, 20, 59], the data used by continuous-media applications exhibit a set of different properties.

First and most important, the processing of these continuous-media data requires the timely handling
of the data by the storage system. For instance, a video player needs to be able to access a video at
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an appropriate frame rate, such as 25 frames per second or one frame each 40 ms, to ensure a glitch-
free display of the video. This behavior of continuous-media application results in a periodic access
pattern at the storage system. The knowledge of these periodic access patterns, also referred to as
data streams, allows the storage system to predict the requirements of its clients, and enables the
storage system to create a request schedule that fulfills these requirements. The amount of data
accessed by the client applications within each period depends on the data type, it can stay constant
for uncompressed video or audio data, but it can also vary for compressed video and audio data that
are encoded using variable bit rate (VBR) algorithms. The period length shown by the access pattern
also results from the properties of the data, it can be equal to the frame rate or sampling rate of the
data, or it can be larger if the application needs to access several frames or samples at once, such as
a group of picture of an MPEG video [27]. Second, continuous-media data pose great demands on
both the bandwidth required to access the data and the storage size. A DVD-quality MPEG-2 video
requires a bandwidth between 4 MBit/s and 8 MBit/s and requires several GByte storage space to store
a full movie. The requirements of higher-quality data types, such as HDTV [84], or uncompressed
video and audio data are even higher.

Continuous-media applications are not the only cause for the need to ensure real-time requirements
in a storage systems. Applications such as real-time transaction systems or interactive media applica-
tions also require the timely handling of their storage requests. But in contrast to continuous-media
data, theses requests do not necessarily exhibit a periodic access pattern. Instead, individual storage
requests must be executed prior to a deadline set by the applications, for instance to ensure adequate
response times for interactive applications.

With both continuous-media data streams and interactive applications becoming part of the commod-
ity workload of computer systems, the disk-storage subsystems of traditional workstation operating
systems need to incorporate policies to provide the described properties. The storage systems need to
provide quality-of-service guarantees to their clients. The term quality-of-service commonly refers to
a set of properties the storage system needs to provide, including real-time guarantees to ensure the
timely handling of the data of continuous-media and interactive applications as well as the latency
and bandwidth requirements of traditional applications.

2.2 Disk-Storage Systems with Quality-of-Service and Real-Time
Guarantees

According to J. Liu [50], computing systems that incorporate timing constraints with the resource
management essentially need to provide two properties:

1. A scheduler must execute the applications in an order such that each application achieves its
timing constraints. For instance, a CPU scheduler must assign the CPU to the processes of the
applications such that each application is able to finish its computation ahead of a deadline. An
execution order that achieves this property is called feasible schedule.

2. The system must deploy an admission control to decide whether new applications can be ad-
mitted to the system without interfering with the guarantees of applications already executed
by the system. The main element of the admission control is a schedulability test that checks
whether the scheduler is able to derive a feasible schedule for a given workload.

Applied to disk-storage systems, these properties require the storage system first to incorporate a
request scheduling policy that executes disk requests in an order such that the execution of the
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requests is finished ahead of the deadlines set by the clients of the storage system (e.g., the display
time of the video frame that is read by the disk request). Second, the storage system must use
an admission control to decide whether new clients (e.g., data streams) can be accepted without
exceeding the abilities of the disk drive. These two requirements can also influence other elements
of a storage system, notably the allocation policy of the file system that needs to comply with the
resource model used by the admission control.

The remainder of this section will discuss the various approaches to provide these properties with
disk-storage systems.

2.2.1 Disk-Request Scheduling

There exists an extensive amount of work that aims to incorporate quality-of-service support into disk-
request scheduling, ranging from highly specialized scheduling algorithms used in continuous-media
servers to more flexible algorithms that satisfy the diverse requirements of mixed-media systems. In
general, the existing approaches can be grouped into the following two categories:

Cycle-based Scheduler

Cycle-based scheduler process disk requests in rounds, executing a sequence of requests in each
round for their clients [24, 10, 52, 25]. It is a common approach to comply with the periodic
behavior of continuous-media data, often adjusting the round length to the characteristics of
the continuous-media data, such as the play time of the data fragments retrieved during each
round.

Within each round, several methods exists to schedule the requests of the clients. The simplest
approach is to schedule the requests in a round-robin manner, executing the requests in a fixed
order of the clients. While this approach provides a deterministic behavior with respect to
latency, it completely ignores the position of the requests on the disk, which can lead to a high
positioning overhead. Executing all requests of a round using the SCAN policy can reduce
this overhead, but it increases the maximum latency as all clients have to wait until the end
of the period until they can be sure that their requests are executed. The Grouped Sweeping
Scheme [96, 18] provides a tradeoff between these two approaches, partitioning the round into
several groups and assigning the clients to a fixed group. The groups are service in a round-
robin order and within a group the requests are executed using the SCAN policy.

The admission control models used with cycle-based schedulers typically limit the number of
requests added to each round such that the quality-of-service guarantees are met.

Deadline and Priority-based Scheduler

These schedulers apply the generic real-time scheduling theories [50] to the disk management.
With deadline-based schedulers, each disk request gets a deadline assigned that is either directly
set by the application or derived from the characteristics of the workload, such as the periodic
processing of continuous-media data. The Earliest Deadline First (EDF) scheduling policy pro-
cesses requests in the order of their deadlines, executing the requests with the closest deadline
first. To minimize the positioning overhead, the SCAN-EDF policy [64] executes requests with
the same deadline according to the SCAN policy. A similar approach exists for the priority-based
scheduling [16], executing the requests with the same priority according to the SCAN policy.

In addition to these two generic types of request schedulers, several other approaches for the disk
management exist that aim to provide service guarantees, most notably proportional-share sched-
uler [15, 14] and observation-based or feedback-based scheduling policies [90, 95]. Proportional-
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share scheduler distribute the disk resource between the clients of the disk system based on prede-
fined weights of the clients. Observation-based scheduler monitor the execution of the disk requests
and adapt scheduling parameters if required to ensure service guarantees. Both the proportional-
share and observation-based policies provide a more coarse-grained management of the disk re-
source, and can be combined with low-level disk schedulers. For instance, a proportional-share
scheduler can be used to control the amount of requests that are added to the rounds in a cycle-
based scheduler.

The concurrent support of different types of quality-of-service and real-time guarantees requires par-
ticularly flexible disk-request scheduling policies. Wijayaratne et al. [91, 92] describe an approach to
provide different levels of performance guarantees and quality-of-service guarantees for disk I/O with
cycle-based request schedulers. The scheduler distinguishes between periodic and aperiodic real-time
requests and interactive requests. It uses a two-level scheme that separates the resource scheduling
and the bandwidth allocation, using separate admission controllers for each of the request types to
limit the number of requests that are scheduled of a type in each round. In case all request are
known at the beginning of a round, the bandwidth enforcement of the admission controllers solely
ensures that the system achieves all QoS guarantees. However, as both aperiodic requests and inter-
active requests typically arrive asynchronously at the storage system, the request scheduler deploys
the slack time of periodic requests (which are initially ordered using the SCAN policy) to intermingle
the execution of the asynchronous requests with the periodic requests.

The Just-In-Time (JIT) [56] slack stealing algorithm is an approach to combine the EDF policy to
enforce deadlines with the SCAN policy to minimize the positioning overhead as well as with the
inclusion of unreserved requests, such as best-effort requests. The slack time of a real-time stream,
that is the time the execution of the request of the stream can be postponed without violating its
deadline, is calculated whenever a stream is admitted to the system. At runtime, the available slack
time of a requests is reduced whenever the execution of the request is postponed in favor of a request
closer to the current position of the disk head. If the slack time of a request drops to zero, the request
is executed regardless of its location on the disk. The main limitation of this work is that both the
slack time and the EDF schedulability test are calculated using only an approximation of the disk
utilization caused by the streams. Although this approximation achieves a reasonable utilization of
the disk drive, is not sufficient to provide deterministic guarantees.

2.2.2 Mixed-Media Systems

Mixed-media systems combine the requirements of continuous-media systems with the requirements
posed by the storage of different data types, such as traditional textual data or digital images [76, 57].
The need for mixed-media systems arose from the advent of advanced applications such as digital
libraries and teleteaching that make use of these different data types, as well as from continuous-
media and mixed-media applications becoming part of the commodity use of computing systems,
which requires commodity systems to comply with the requirements of these applications.

The concurrent support for various data types requires the storage system to combine the differ-
ent and partially contradicting requirements of those data types. The disk-request scheduler needs
to fulfill the timing constraints of continuous-media data as well as requirements such as bounded
response times for interactive applications and an overall high throughput. The admission control
needs to consider the unpredictability of interactive and best-effort workloads, but is still required
to guarantee the timely handling of data streams. Finally, the file system must be able to handle the
widely varying space requirements of those data types without causing large overheads, as well as
the different access characteristics of the applications using the files.
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The following discussion will describe the existing approaches to incorporate the support for mixed-
media requirements into disk-storage systems.

Symphony

Symphony [75] is the most comprehensive approach to provide a mixed-media storage system. The
design of Symphony addresses the entire range of requirements of a mixed-media system, including
the disk-request scheduling, file-system layout and buffer management. It provides an integrated
system structure, meaning that the various data types are handled within a single file system, which
provides a greater flexibility and better performance compared to a static partitioning of the storage
system between the various data types.

The design of Symphony comprises of two layers. First, a data-type specific layer consisting of individ-
ual modules that are tailored to the handling of a single data type. Second, a data-type independent
layer that provides basic resource-management facilities. The data-type independent layer ensures
the secure multiplexing of the storage space, disk bandwidth and buffer space among the different
data types, but it still allows the data-type specific modules to implement appropriate policies to
manage their data, such as block placement policies and buffer replacement strategies.

To schedule disk requests, the data-type independent layer deploys the Cello disk scheduling frame-
work [77]. Cello uses a two-level scheduling policy. At the upper level, Cello distinguishes between
several applications classes, where each application class maintains its own request queue that is or-
dered using a class-specific scheduling policy. At the lower level, a class-independent scheduler multi-
plexes the available disk resources between the application classes. This class-independent scheduler
periodically creates a queue containing the requests scheduled for the current interval, allowing each
class-specific scheduler to add requests to this queue. The number of requests a class-specific sched-
uler is allowed to add to the scheduled queue is governed by a weight assigned to each class. The
weights are used by the class-independent scheduler to implement a proportional-share policy, which
is either based on the time spent to execute the requests or on the amount of data transfered by the
requests.

Cello identifies three generic types of application classes: real-time applications, interactive best-
effort applications and throughput-intensive best-effort applications. The requests of real-time appli-
cation classes are added in SCAN-EDF order to the scheduled queue. The class-specific scheduler for
interactive applications aims to provide short response times to these applications. It adds requests
to the scheduled queue such that they are executed as early as possible, exploiting the slack time
of real-time requests (i.e., the time the execution of a real-time request can be postponed without
violating its deadline). The calculation of the slack time of a real-time request is based on finding
the latest time the execution of a request must be started in order to meet its deadline. Finally, the
class-specific scheduler of throughput-intensive best-effort applications orders its request towards the
tail of the scheduled queue using the SCAN or SATF policies to maximize the overall throughput.

Although Symphony provides a comprehensive design of a mixed-media system, it fails to provide a
sufficient admission control for real-time streams. In particular, the Cello disk scheduling framework
does not include a mechanism to derive the weights of real-time application classes from the require-
ments of these applications, such as the bandwidth requirements of a data stream. Furthermore, the
feasibility of the schedules created by the two-level approach of Cello is affected by the order in that
the class-independent scheduler invokes the class-specific scheduler [77], weakening the claim that
the two-level approach of Cello cleanly separates the application-independent multiplexing of the
disk resources and the application-specific scheduling policies.
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Clockwise

The Clockwise storage system [11, 12] combines the support for periodic real-time applications and
best-effort applications. It aims to provide short response times to the best-effort applications, but
yet to ensure that all deadlines of the real-time applications are met. Clockwise organizes disks using
dynamic partitions. A dynamic partition is made up of an ordered list of disk blocks that can spread
over several disks and that can be dynamically resized. A dynamic partition can either store a single
continuous-media file or an entire best-effort file system.

Clockwise employs the ∆L disk scheduler [12]. It schedules the requests of real-time applications
based on the EDF policy, and the admission control is based on a non-preemptive version of the EDF

schedulability test [43] using worst-case assumptions about the execution times of the disk requests.
The admission control additionally calculates the slack time ∆L, which is the minimum time between
the end of any executed real-time request and its deadline, and that is also calculated based on
the non-preemptive EDF schedulability test. Presuming that this slack-time can be applied before the
execution of a real-time request, the disk scheduler favors the execution of best-effort requests as long
as the execution does not require more time than the available slack time. The best-effort requests
are executed in a first come first served (FCFS) order.

The ∆L scheduler is able to ensure that real-time applications reach their deadlines and it provides
short-response times to best-effort applications, however, both the EDF policy to schedule the real-
time requests and the FCFS policy to schedule the best-effort requests do not consider the positions
of the blocks accessed by the requests on the disk. The only attempt to improve the disk utilization is
to use large block sizes to allocate the dynamic partitions.

USD—User-Safe Disks

The User-Safe Disk (USD) device driver [8, 9] of the Nemesis [47] operating system provides mech-
anisms to securely multiplex the disk space and disk bandwidth between Nemesis applications. This
includes the support for quality-of-service guarantees. USD does not provide a full file-system func-
tionality, instead applications are offered with a stream of requests they can use to implement their
own disk management, and USD both enforces quality-of-service guarantees for these streams and
ensures that applications do only access the parts of the disk they own.

USD includes two different scheduling policies, the RSCAN algorithm that combines a proportional
share allocation of the disk bandwidth with the SCAN scheduling policy and an EDF based scheduling
policy. The admission control for both policies is based on worst-case assumptions.

2.2.3 Statistical Real-Time Guarantees

Statistical real-time guarantees are used in soft real-time systems to improve the resource utilization
for tasks with varying execution times [22, 5, 6, 87]. In contrast to traditional hard real-time systems,
systems using statistical real-time guarantees do not ensure that all deadlines are met, exploiting the
ability of a number of application classes to tolerate the occasional miss of a deadline. The admission
tests used in such systems are commonly based on the calculation of the probability that a task misses
its deadline (referred to as overflow or overload probability) using probabilistic models and admitting
tasks as long as this probability stays below an acceptable value. The models used to calculate
the overflow probability refrain from the worst-case execution times of the tasks, instead they are
based on a more realistic description of the resource usage, such as random variables that describe
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the execution times. This approach allows to increase the resource utilization for applications with
widely varying execution times.

With the execution times of disk requests varying widely due to the mechanical design of disk drives
described earlier in this chapter, statistical guarantees promise to significantly increase the utilization
of disk-storage systems. As it will be shown later in this thesis, the worst-case execution time of a disk
request can exceed the average case execution time by an order of magnitude. With an admission
control that enforces hard real-time guarantees required to be based on worst-case assumptions, this
poor ration between average-case and worst-case behavior results in a low utilization of the disk drive
for hard real-time guarantees. But especially multimedia applications require the storage system to
fully utilize the disk drive to provide the applications with sufficient bandwidths. Moreover, these
applications are mostly able to cope with the occasional miss of a deadline or the loss of a data
packet, fulfilling the prerequisites for the use of statistical guarantees.

The existing attempts to incorporate statistical guarantees into disk-storage systems focus on continu-
ous-media servers and all use a common approach [89, 97, 58, 44, 17]. Based on the knowledge of
the entire workload that is handled by the system (i.e., the number of data streams and the char-
acteristics of the streams), the admission tests calculate the probabilities that the execution of the
data streams miss the specified deadlines and that requests of the streams are dropped. The models
used to calculate these probabilities are based on random variables describing the amount of data
transfered within each round and use either

• random variables describing the aggregated execution time of a number of requests [89],

• a more fine grained execution model of disk requests with random variables describing the
individual elements of the model, such as seek time, rotational delay and transfer time [97, 58],
or

• fixed overheads to describe the request execution times, limiting the statistical guarantees to
the effects of variable-bit-rate streams [17] and caching policies within the server [44].

The admission control accepts new streams as long as the calculated probabilities stay below a thresh-
old, with the threshold either specified globally for all streams [97, 58, 44] or specified independently
for each stream [89, 17].

The main shortcoming of this approach is that it requires complete knowledge of the workload in
order to calculate the overload probability. This does not allow the request scheduler to easily incor-
porate requests of clients not accounted by the admission control, such as the requests of sporadic
real-time clients or best-effort applications that both cannot be predicted in advance. Furthermore,
the request scheduler is not able to drop requests of data streams to limit the quality of the streams in
favor of other clients in a mixed-media system. Both incorporating non-stream requests and limiting
the quality of the streams to the level accepted by the clients require the explicit knowledge of the
execution time required by a stream to achieve its quality, which would allow the request scheduler
to reserve this time for the execution of the requests of a stream.

2.2.4 Summary

This section presented an overview of the various approaches to incorporate quality-of-service guar-
antees into disk-storage systems. Although a large body of previous work exists, none of the ap-
proaches is able to provide the entire set of properties required to support quality-of-service guaran-
tees with modern disk-storage systems. In particular, the admission models that make use of statistical

13



Chapter 2. Foundations and Related Work

guarantees to improve the utilization of the disk drive lack the support for unaccounted sporadic real-
time and best-effort requests. On the other hand, the scheduling mechanisms that respect the diverse
requirements of the different data types fail to provide comprehensive admission models, including
the support for statistical guarantees.

The most promising approaches to combine diverse quality-of-service requirements are approaches
that deploy slack-stealing algorithms [46]. These algorithms utilize the slack time of real-time re-
quests, meaning the time the execution of the request can be postponed without violating its quality-
of-service guarantee, to include the execution of unaccounted request such as best-effort requests as
well as to apply policies to maximize the disk utilization. To allow the inclusion of statistical guaran-
tees, the request scheduler must be able to derive the slack time of a request such that the statistical
guarantees (i.e., the probability that the request misses its deadline) are fulfilled.

The remainder of this chapter will describe the Dresden Real-Time Operating System (DROPS). DROPS

includes a reservation-based admission model that incorporates statistical guarantees. This admission
model provides the basis to derive an admission model for disk storage that can be used in a slack-
time-based request scheduling.

2.3 DROPS—The Dresden Real-Time Operating System

The Dresden Real-Time Operating System addresses the extended needs of advanced real-time appli-
cations:

• Applications consist of various parts with varying real-time requirements. For instance, cell-
phones combine the real-time processing of the communication protocol with multimedia and
office-like applications.

• The real-time or quality-of-service requirements of applications differ. Whereas the processing
of the cellphone communication protocol or a control application require traditional hard real-
time guarantees meaning that all deadlines need to be meet, multimedia applications might
tolerate the occasional miss of a deadline but require a high resource utilization.

• Real-time systems often use off-the-shelf hardware not primarily designed to provide a pre-
dictable run-time behavior.

DROPS attempts to meet these challenges by providing a flexible system architecture, shown in Fig-
ure 2.2. Applications make use of a layered environment consisting of individual software compo-
nents. Each component provides the applications with a specific service or resource. Components are
responsible for managing the resource allocations of applications concurrently using that resource,
thus acting as resource manager. The resource managers providing complex resources (such as net-
work bandwidth or graphical user interfaces) themselves make use of lower-level resources, forming
a hierarchy of resource managers ranging from resource managers handling those complex resources
to managers providing basic resources such as CPU time and memory. At the lowest level, DROPS uses
the FIASCO microkernel [36], an implementation of the L4 microkernel API [48] tailored to support
real-time systems. FIASCO provides the mechanisms used by the resource managers to ensure the
resource isolation between their clients, including the reservation-based CPU scheduling mechanism
described later in this section.

One of the main properties of DROPS is the coexistence of real-time and non–real-time subsystems.
The primary non–real-time subsystem consists of L4LINUX [34], a paravirtualized version of the Linux
kernel. Both subsystems can interact in various ways, L4LINUX can make use of services provided by
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Figure 2.2: DROPS Overview.

the real-time subsystem, such as a network driver (through a stub driver) and real-time applications
can move parts that have no real-time requirements (e.g., user interfaces) to L4LINUX, utilizing the
fully-featured Linux environment. This approach highlights a major design principle of DROPS, split-
ting applications into a part with real-time requirements and another part without such requirements,
and providing proper environments for both parts.

Figure 2.3: DROPS Application Model.

Figure 2.3 illustrates the general application model used in DROPS. An application consists of several
components processing data streams. Components allocate required resources at resource managers
and are resource managers themselves providing a complex resource to the application [39].
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2.3.1 Quality-Assuring Scheduling—QAS

An essential element of the DROPS architecture is the admission model deployed by the resource
managers to schedule active resources. The Quality-Assuring Scheduling (QAS) [31]

• provides a deterministic system behavior in case of overload situations, and

• improves the resource utilization by using a statistical admission model instead of worst-case
assumptions.

QAS achieves these goals by splitting periodic tasks into a mandatory and one or more optional parts.
Mandatory parts have to be executed under any circumstances. Optional parts may be dropped in
case of resource shortage. However, QAS ensures that a minimum number of optional parts are
successfully executed over a longer period of time. To assure this minimum quality, the scheduler
assigns the required resource amount, referred to as reservation time, to the optional parts. The
reservation time is calculated based on a probabilistic model using random variables describing the
resource demand of the task parts.

The resource managers enforce the reservation times. An optional part is not allowed to consume
more resources within a period than it got assigned with the reservation time. This prevents optional
parts from consuming more resources than required to achieve their qualities, allowing the execution
of parts with a lower priority even in case of resource shortage.

The remainder of this section provides a formal description of the QAS admission model.

Task Model

Each task Ti of a task set T = {T1, . . . , Tn}, n ∈ N+ is a sequence of jobs Jij, j ∈ N+, to be
processed periodically (Fig. 2.4). Each job Jij consists of a mandatory part Mij and ci optional

Figure 2.4: QAS Task Model. The jobs of a task are divided into a mandatory part and one or more optional
parts.

parts Oijk, k = 1, . . . , ci; the number ci of optional parts in a period is fixed for each task. The
resource demand of both the mandatory parts and of the optional parts are described by independent,
nonnegative random variables Xi and Yik, k = 1, . . . , ci, respectively. Finally, an application may
specify probabilities qik defining the requested qualities of its optional parts.

The following definition is a general description of a task in the QAS model:

Definition. A task Ti is a tuple

Ti = (Xi, wi, ci, Yi1, . . . , Yici , qi1, . . . , qici , di), i ∈ N (2.1)

where

Xi nonnegative random variable, resource demand of the mandatory parts Mij;
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wi nonnegative real number, worst-case resource demand of the mandatory parts Mij,
that is P(Xi ≤ wi) = 1;

ci nonnegative integer, number of optional parts;

Yik nonnegative random variable, resource demand of the kth optional part;

qik real number 0 ≤ qik < 1, requested quality of the kth optional part;

di positive real number, length of the period and relative deadline for the execution of both the
mandatory and optional parts.

Note that setting Xi ≡ 0 describes a task consisting of optional parts only.

The following descriptions will abstract from viewing at an individual period, identifying the parts
with their random variables. Each mandatory part Mij is considered a realization of the random
variable Xi and an optional part Oikj is considered a realization of Yik.

Admission Control

The aim of the admission control is to derive the scheduling parameters of a task set, namely the
priorities of the mandatory and optional parts and the reservation times of optional parts. To suc-
cessfully admit a task set, the admission control must be able to ensure a feasible schedule. Such a
schedule must fulfill the following two prerequisites:

1. All mandatory parts Xi must meet their deadlines. The deadline of a part is the end of the
period. In case of a task set with uniform periods (i.e., d1 = · · · = dn =: d) this holds if and
only if

n

∑
i=1

wi
d

≤ 1, n : number of tasks in T (2.2)

2. The reservation times rik can be found such that all optional parts Yik achieve the requested
quality qik.

Let pik(r) denote the probability that the optional part Yik is successfully executed (i.e., meets
its deadline). Then, the reservation time rik is the smallest time r where pik(r) is at least the
requested quality qik:

rik = min(r ∈ R|pik(r) ≥ qik) ∀i = 1, . . . , n; k = 1, . . . , ci (2.3)

n : number of tasks in T

These two conditions define the general admission criterion for a task set T.

It is important to note that the calculation of pik(r) uses the random variables to describe the resource
demands for both the mandatory parts and the optional parts. Thus, optional parts might be admitted
to a task set even if the mandatory parts of the task set already fully utilize the resources based on
their worst-case resource demands.

To assign the scheduling priorities to the mandatory and optional parts, QAS introduces the Quality-
Monotonic Scheduling (QMS). By analogy to the Rate-Monotonic Scheduling (RMS) [49], QMS assigns
the priorities based on the requested quality of the parts. For task sets with uniform period lengths,
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the priorities of mandatory parts are higher than the priorities of optional parts and the higher the
quality of an optional part, the higher its priority:

pr(Yik) � pr(Yjk) if qik > qjk
pr(Xi) � pr(Yjk)

}
∀i, j = 1, . . . , n; k = 1, . . . , ci (2.4)

where pr(Xi) and pr(Yik) denote the priorities of a mandatory part and an optional part respectively,
and � means higher for priorities. For task sets consisting of several period lengths, the task set is
decomposed into m disjoint subsets Si, i = 1, . . . , m, where a subset consists of all tasks with the same
period length di. The subsets are ordered according to the period length, starting with the shortest
period. Within the tasks of a subset, the priorities are assigned as described for uniform periods, but
additionally ensuring that all priorities assigned to task parts of a task set with a shorter period are
higher than the priorities assigned within a task set with a longer period:

pr(Si) � pr(Sj) if di < dj ∀i, j = 1, . . . , m (2.5)

where pr(Si) denotes the lowest priority assigned within a task set and pr(Si) the highest priority.

This priority assignment is assumed to be optimal with respect to feasibility, meaning that if a feasible
schedule does not exist under QMS then such a schedule does not exist under any other fixed priority
assignment. However, an exact proof of this assumption could not be found until now, mainly due to
the structure of the admission criterion.

2.3.2 CPU Scheduling in DROPS

CPU scheduling in DROPS consists of two parts, a scheduling mechanism provided by the FIASCO mi-
crokernel and a user-level scheduler that particularly executes the admission control.

FIASCO Kernel Scheduling

L4 employes a fixed-priority round-robin scheduling. The kernel schedules threads with the highest
priority until they yield the CPU by a blocking IPC operation. Threads with the same priority are
scheduled in a round-robin manner with an allocated timeslices to determine the amount of time
each thread is allowed to run without being preempted.

FIASCO extends the basic L4 scheduling model with the support for periodic real-time threads [82].
Real-time threads are characterized by three additional properties:

1. a period length (deadline);

2. one ore more reservation scheduling contexts, such a context consist most notably of a priority
and a time quantum; and

3. a best-effort scheduling context containing the non–real-time priority and time quantum of the
thread.

For threads executing in real-time mode, the kernel periodically assigns the reservation contexts to
these threads, starting with the first context. Thus, the kernel sets the scheduling priority of the
thread to the priority stored in the scheduling context, executing the thread on the priority-level of
the scheduling context1.

1The final scheduling policy is still based on the priorities of the threads. Thus, a non–real-time thread can preempt a
real-time thread if the priority of the non–real-time thread is higher than the priority specified in the reservation scheduling
context of the real-time thread.
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Figure 2.5: FIASCO Real-Time Scheduling

The switch to the next scheduling context occurs in various situations, illustrated in Figure 2.5:

1. the thread voluntarily releases the scheduling context,

2. the thread exhausts the time quantum specified in the scheduling context, or

3. the thread reaches the end of the period.

In the latter two cases the kernel generates a preemption IPC message to the scheduler of the thread,
allowing the application to respond to the reservation overrun or deadline miss. Once a thread
reached its last reservation scheduling context, the kernel switches to the best-effort scheduling con-
text of the thread, allowing the thread to continue its execution in case no other thread (real-time or
non–real-time) is active with a higher priority.

FIASCO supports various modes to release real-time threads. In the strictly-periodic mode, the kernel
immediately releases the thread (i.e., sets the effective priority of the thread to the priority specified
in the first scheduling context and replenishes timeslice with the time quantum) at the beginning
of a new period. In the periodic mode, the kernel additionally waits for an external event, which
is sent to the thread by an IPC. These modes allow the implementation of a variety of scheduling
schemes, including strictly-periodic threads, threads with a minimum inter-release time and deferred
servers [50].

User-level Scheduler / Admission Server

The admission server is responsible for admitting new applications to the system and assigning the
reservation scheduling contexts to the associated threads. This particularly includes the calculation
of the reservation times of optional parts according to Condition 2.3. To admit mixed task sets
consisting of both tasks described by QAS parameters and traditional periodic tasks described by
Ti = (pi, Ci, Di, ti)2, the admission server combines the QAS model with an online time-demand
analysis [50].

2Ti = (pi , Ci , Di , ti) with pi denoting the static priority, Ci worst-case execution time, Di the deadline, and Ti the period
length of task Ti.

19



Chapter 2. Foundations and Related Work

2.4 Summary

This chapter presented the foundations of this thesis and discussed related approaches to provide
quality-of-service guarantees in disk-storage systems.

The remainder of the thesis will describe and evaluate the design of a disk storage system that sup-
ports diverse quality-of-service requirements. The admission control is based on the concepts of the
Quality-Assuring Scheduling, calculating reservation times for data streams such that the streams
achieve statistical guarantees. A slack-stealing request scheduler enforces the reservation times, uti-
lizing the time not assigned to data streams to include sporadic real-time and best-effort requests as
well as to maximize the utilization of the disk drive.
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Chapter 3

Disk Storage with Quality-of-Service
Guarantees

The disk-storage subsystem of a multi-service system such as DROPS has to support applications with
different service requirements:

• Continuous-media applications, such as video and audio streaming, require bandwidth guaran-
tees to ensure a glitch-free display of the data.

• Individual deadlines for disk requests are required to support applications with guaranteed-
latency response times, such as real-time database or interactive multimedia applications.

• Best-effort applications raise demands such as high disk throughput, short response times and
fairness between applications.

These demands are not isolated but occur concurrently in one system.

To support these diverse quality-of-service requirements, a disk-storage system must apply a flexible
scheduling mechanism that multiplexes the disk resource between the clients of the storage system
such that each client achieves its quality-of-service demands [61]. The scheduling mechanism must
include an admission control that governs the number of clients accepted by the system such that
the workload does not exceed the bandwidth capacity of the disk. Once clients are admitted to the
storage system, a disk-request scheduler must ensure that the disk requests of the clients are executed
in an order such that all clients achieve their quality-of-service demands, as well as that the utilization
of the disk drive is optimized.

The following chapter describes the disk-scheduling model that incorporates the support for diverse
quality-of-service requirements. Section 3.1 outlines the basic model used to describe the disk re-
source. Section 3.2 describes the admission control that follows the ideas of the Quality-Assuring
Scheduling, and Section 3.3 describes the disk request scheduling mechanism used to enforce the
service guarantees.

3.1 Resource Model

For an admission control to be able to decide whether a new client can be admitted to the system, it
requires the knowledge of the resource demands of the clients. Clients typically specify their resource
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demands in terms of high-level properties such as the bandwidth of a data stream. These high-level
properties must then be mapped to a resource model that both matches the execution model of the
storage system and can be used in a formal schedulability test.

3.1.1 Data Streams

Continuous-media applications require the timely delivery of their data by the storage system to
avoid glitches within the processing of the data streams. The elements of a stream, such as video
frames or audio samples, must be available to the application prior to their play time. Similarly,
for continuously recording applications, such as video or audio recording or the data gathering of
scientific applications, the storage system must ensure the timely writing of data to disk.

To ensure the continuous execution over time, the disk storage system has to provide an sufficient
bandwidth to the application. The required bandwidth is a property of the data stream. For instance,
for video streams it is defined by the frame size and the frame rate of the video. This bandwidth
requirement defines the resource demand at the client level of the storage system, and it must be
translated to a resource specification that can be used by the storage system to schedule this resource
demand.

At the disk level, the storage system executes individual disk requests to read data from the disk or to
write data to the disk. The bandwidth that is achieved by the storage system depends on the number
of requests executed within a time span and the size of the data transfered by these requests:

bw =
b1 + b2 + · · ·+ ba

d
, (3.1)

where bi denotes the amount of data transfered by a request and d specifies the time required to
execute all a requests. To derive a reasonable resource model that can be used in an admission
control, requests originating from data streams are executed periodically using a fixed request size b.
This allows to describe the resource requirement of a data stream in terms of a fixed number of disk
requests that have to be executed periodically. Thus, the resource demand is defined by a tuple

R = (a, b, d), (3.2)

where a denotes the number of requests executed within a period of length d, and b denotes the
request size. The bandwidth achieved by a data stream described by this tuple is defined by:

bw =
a · b

d
. (3.3)

To provide a client with a requested bandwidth bwStream, the storage system needs to derive an appro-
priate combination of request size, number of requests, and period length to achieve this bandwidth.
With the required number of requests resulting from the request size and period length,

a =
⌈

bwStream · d
b

⌉
, (3.4)

suitable values for the request size and period length need to be set by the storage system. To derive
these values, the storage system needs to consider the influence of both of these values on the overall
system behavior as well as limitations caused by the structure of the storage system:

• The request size must match the allocation of the stream data on disk. To ensure that each
request of the stream can be executed with the request size b, the request size must not exceed
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the block size used to allocate the stream data on the disk. More precisely, the request size
bRequest must be a divisor of the allocation block size bAllocation:

bRequest|bAllocation (3.5)

This property not only creates a limitation on the possible request sizes, but it also poses a
requirement for the allocation policy used with the file system. The file system needs to ensure
that the streams are stored using the block size bAllocation or a multiple thereof.

• The ratio of the request size and period length sets the granularity of the bandwidth allocation.
The smallest unit of bandwidth that can be allocated is defined by the execution of a single disk
request. The portion of bandwidth contributed by a single disk request is

bwRequest =
b
d

. (3.6)

Thus, a large request size or a short period result in a coarse-grained bandwidth allocation,
whereas a longer period or a smaller request size allow for more fine-grained bandwidth as-
signments.

• The request size significantly influences the utilization of the disk drive; by increasing the re-
quest size a better disk utilization can be achieved.

• The period length influences both the buffer requirement and the latency of a data stream. With
the release time of the requests defined by the begin of a period and the deadline defined by
the end of a period, the period length defines the maximum time required to respond to events
such as the start of a stream or the repositioning with a data stream. Also, sufficient buffer
memory must be available to store the data of at least one period.

These constraints necessitate the flexibility to choose appropriate values for the request size and the
period length depending on the demands of the individual data stream. To reduce buffer size of a
data stream with a high bandwidth requirement, a short period length should be used, whereas a
longer period length should be used for data streams with a smaller bandwidth requirement to allow
the use of large block sizes.

Variable Bit-Rate Streams

The preceding discussion holds for data streams with constant bandwidth requirements. However,
many compression algorithms for video and audio data use variable bit rate (VBR) encoding. Thus,
the resulting bandwidth requirements depend on the dynamics of a video scene or audio fragment.
Considering this variation in the admission control, for instance by multiplexing the data streams in
a way such that the overall bandwidth requirement of the set of data streams is smoothed, leads to
a complex admission model. Instead, I chose to use a buffering scheme to compensate the variance
within each data stream, enabling a constant bandwidth allocation at the disk storage system. Using
buffering to smooth the bandwidth variations of VBR streams is a common technique in the context
of the delivery of video streams over networks [54, 70]

Obviously, the storage system should deliver the data stream at least with the average bandwidth
required by the client. However, this can lead to high buffer requirements for bursty data streams. To
reduce the buffer requirement, the data stream can be delivered with a higher bandwidth, allowing
a tradeoff between memory consumption and bandwidth requirements. To avoid buffer overruns,
which may occur with a higher bandwidth allocation, the disk storage system should be able to skip
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requests if it detects that the buffer contains sufficient data to ensure the contiguous delivery of the
data. The required amount of buffer can be calculated based on the delivery bandwidth of the storage
system and either a function describing the actual consumption over time [33] or a stream model that
characterizes the burstieness of the data stream [30, 32].

3.1.2 Non–Data-Stream Traffic

Although the bandwidth requirement described earlier is the most common form of quality-of-service
requirements requested from a disk storage system, not all application requirements can be directly
mapped to the bandwidth model. Applications such as real-time transaction systems require a guar-
anteed response time of a particular disk request. With respect to the general real-time scheduling
theory, these applications form sporadic or aperiodic tasks [50]. There exist two approaches to include
such tasks in the admission control:

• The task can be mapped to a strict periodic execution model if the requests yield a reasonable
minimal interrelease time.

• A portion of the bandwidth can be reserved in the admission through a special data stream and
the jobs of such tasks can be mapped to that data stream once they are released.

Even in the case that sporadic or aperiodic tasks can not be included in the admission control, an
acceptance test can be used at runtime to decide whether a disk request can be admitted to the
system based on the current utilization of the disk. The acceptance test ensures that if a request is
admitted to the system it meets its deadline. However, no guarantees can be given that a request is
admitted to the system at all.

3.1.3 Resource Specification

To summarize, clients specify their resource demand in terms of a bandwidth bw and optionally a
block size b or a period length d:

D = (bw, b, d) (3.7)

If an application omits the specification of the block size or the period length, the disk system is
free to choose an appropriate value. From this specification, the disk system derives the resource
specification R that is used by the admission control:

R = (a, b, d) (3.8)

with a denoting the number of disk requests of size b that are executed in a period of the length d. a
is defined by:

a =
⌈

bw · d
b

⌉
(3.9)

The following section derives an admission model that bases on this resource specification.
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3.2 Quality-Assuring Disk Scheduling

As already motivated, an admission model used in a disk-storage system should incorporate statistical
quality-of-service guarantees. This requirement results from the observation that on the one hand
hard real-time guarantees based on worst-case assumptions lead to a poor utilization of the disk; and
that on the other hand the applications that make use of the storage system often are capable to
tolerate the occasional miss of a deadline or the loss of a data packet.

A popular example of how the latter property is utilized in a different context is the streaming of
video and audio data over a network. The applications are able to resynchronize to the data stream
if a network packet is received to late or is lost completely [23, 13]. But both N. Feamster et al. [23]
and J.M. Boyce et al. [13] also show that the effect of a packet loss on the quality of a video display
depends on the part of the data stream where the loss happened. Video compression algorithms
such as MPEG-1/2 and MPEG-4 use correlations between frames to achieve high compression levels.
This leads to a propagation of an error to subsequent frames if a data loss happened on a reference
frame (e.g., an I-Frame in an MPEG stream), whereas packet loss on a frame with no references to it
only affects the single frame. This property of video compression assigns several levels of importance
with respect to the display quality to the different parts of a data stream. The storage system must
respect these varying quality-of-service requirements within a stream. Applications should be able to
request that important parts of the data stream, such as the reference frames of a video or indexing
information, are delivered with a higher quality than other parts of the stream.

The partitioning of a data stream into parts with different quality requirements follows the high-level
structure of the data stream, for example the frame structure of an MPEG video stream. With the data
stream model defined in Section 3.1, which requires fixed-sized disk requests, a single request can
cover parts of the data stream with different quality requirements. To respect these multiple quality
requirements, an admission-control model would need knowledge about the high-level structure of
the data streams, which would limit the applicability of such a model only to known types of data
streams. To make the admission model independent of the high-level data structure, data streams
that contain parts with varying quality requirements should be instead split into substreams with
fixed quality requirements, allowing the admission model to consider the substreams separately. For
an MPEG stream this approach means that the important parts, such as indexing information and
reference frames, are moved to a stream with a high quality requirement, and less important parts
are moved to a stream with a lower quality requirement (illustrated in Fig. 3.1).

Figure 3.1: Splitting an MPEG-2 video. The different frame types of the MPEG-2 video are stored and delivered
in separate data streams. To display the video, the streams are joined again to provide the decoder
application with the expected frame order. Requiring high qualities for the streams that contain
reference frames makes sure that these frames are almost always available to the decoder, avoiding
that a loss of a single frame affects a whole group of picture.

To derive an admission model that respects the varying quality requirements of the substreams, one
can apply the Quality-Assuring Scheduling model described in Section 2.3.1 in the following way.
A task Ti describes a data stream, and instead of identifying mandatory and optional parts within
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a task, the quality requirement is a property of the whole task. A mandatory task (i.e., a task with
a quality requirement of 1) identifies a data stream for that the storage system needs to make sure
that all requests are executed successfully. Optional tasks describe data streams for that the storage
system must ensure that at least a requested percentage of requests, specified by the stream quality,
is successfully executed.

The remainder of this section provides a detailed discussion of the Quality-Assuring Disk Scheduling,
starting with a description of the modified task model, followed by the formulation of the precise
schedulability test. The Quality-Assuring Disk Scheduling assumes a priority-driven, reservation-
based disk-request scheduling mechanism, that will be described in Section 3.3.

3.2.1 Task Model

The modifications of the general QAS model result in changes to the task model set by Definition 2.1:

• A task Ti describing a data stream consists of just one part. Such a part consists of several disk
requests, both the number ai of disk requests of a part and the request size bi of these disk
requests are fixed, as discussed in Section 3.1.

• A random variable Xi specifies the time required to execute a single disk request. Likewise, wi
specifies the worst-case execution time of a single disk request. Both Xi and wi depend on the
request size bi used by the data stream.

• An application specifies a probability qi for each task, qi = 1 defines a mandatory task meaning
that all disk requests of that data stream must be executed. 0 ≤ qi < 1 defines an optional data
stream.

Altogether, the following task definition describes a data stream:

Definition. A task Ti is a tuple

Ti = (ai, Xi, wi, qi, di) i = 1, . . . , n, n ∈ N (3.10)

where

ai positive integer, number of disk requests executed in each period;

Xi nonnegative random variable, execution time of a single disk request;

wi positive real number, worst-case execution time of a single disk request;

qi real number 0 ≤ qi ≤ 1, requested quality of the data stream;

di positive real number, period length.

This task model to describe a data stream is similar to the task model used by the Statistical Rate
Monotonic Scheduling (SRMS) [6] algorithm. However, there are three main differences:

1. Disk requests cannot be preempted once they are started,

2. a task consists of several subjobs, and

3. the execution time of a disk request is not known at the release time of the request.

All of these properties need to be considered by the admission control, which is described next in this
section. Throughout this discussion, the terms task and data stream are used interchangeably.
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3.2.2 Admission Control

In order to successfully admit a task set, the admission control needs to derive the scheduling param-
eters that produce a feasible schedule for that task set. These scheduling parameters comprise the
task priorities that define the execution order of the tasks and the reservation times.

Based on the Quality-Monotonic Scheduling described in Section 2.3.1, tasks are ordered according
to their quality and period length, the shorter the period of a task, the higher is the task’s priority and
tasks with the same period length are ordered according to their quality:

pr(Ti) � pr(Tj) if di < dj; and
pr(Ti) � pr(Tj) if (di = dj) ∧ (qi > qj)

}
∀i, j = 1, . . . , n (3.11)

Figure 3.2 depicts an example of the ordering scheme.

Figure 3.2: QAS Task Ordering

As described in Section 2.3.1, the admission control needs to ensure that both all mandatory parts
meet their deadline and that reservation times are found such that all optional parts achieve the re-
quested quality. Applied to disk data streams, this requirement means that all requests of data streams
with qi = 1 must be executed within a period. With the quality qi of an optional stream defined as
the percentage of successfully executed disk requests of that stream, the admission criterion for an
optional data stream is defined by

∃ri : EAi(ri) ≥ ai · qi ∀i = 1, .., n (3.12)

where Ai(r) is a random variable describing the number of executed disk requests for a data stream
depending on the reservation time r and EAi(ri) denoting the expected value of that random variable.
To successfully admit a task set, the admission control needs to solve the system of equations defined
by Equation 3.12.

The remainder of this section describes the approach to solve this system of equations, starting with
the discussion of the solution for task sets consisting of uniform periods, and generalizing the ap-
proach to task sets consisting of harmonic periods afterward.

Admission Control for Uniform Periods

For uniform periods (i.e., d1 = · · · = dn =: d) the elements of a task set are solely ordered according
to their quality. Thus, the first m tasks of a task set describe mandatory data streams, with m being
the number of mandatory data streams. To admit these mandatory data streams, the condition

m

∑
i=1

ai · wi ≤ d (3.13)
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must hold. Additionally, the admission control calculates the random variable X, which denotes the
aggregated execution time of the disk requests of all mandatory streams. It is defined by

X =
m

∑
i=1

ai

∑
j=1

Xi. (3.14)

The summation of Xi requires the convolution of the distributions that describe Xi.

For the optional data streams Tm+1 . . . Tn, the admission control must solve the system of equations
defined by Formula 3.12. The random variable Ai(r) consists of the integer elements 0, . . . , ai, with
Ai(r) = 0 meaning that no request of the ith data stream is executed in a period, Ai(r) = 1 that one
request is executed, and so on.

Figure 3.3 outlines the principle approach to calculate the probabilities P(Ai(r) = k) (i.e., the distri-
bution law of Ai(r)) for a given reservation time r, showing the situation for the first optional data
stream executed after all mandatory streams have been executed (X denoting the aggregated exe-
cution time of the mandatory streams). The figures illustrate the two cases where the execution of
disk requests (the requests are denoted by Yj, meaning a realization of the random variable Xi that
describes the execution time) of the stream stops:

1. The stream exhausted its reservation time, shown by Figure 3.3(c). After the execution of the
request Y3 no further request of the stream is executed.

2. The stream reached the end of the period, shown by Figure 3.3(f). The request Y3 is not
executed, although the stream did not yet exceeded its reservation time.

These two conditions must be combined to calculate the probability that the kth requests of the
(m + 1)th stream is executed:

P(Am+1(r) ≥ k) = P(

(1)︷ ︸︸ ︷
X +

k−1

∑
j=1

Yj < d ∧

(2)︷ ︸︸ ︷
k−1

∑
j=1

Yj < r), k = 2, . . . , am+1 (3.15)

P(Am+1(r) ≥ 1) = P(X < d)

The first part (1) of the term specifies the condition that the execution did not reach the end of the
period. The second part (2) specifies the condition that the stream did not exceed its reservation time.
As the execution times of the disk requests Yj of a data stream are identically distributed described

by the random variable Xm+1, the sum
k−1
∑

j=1
Yj that describes the aggregated execution time of the first

k − 1 requests of the data stream can be replaced with the (k − 1)-times summation of Xm+1:

(k − 1)Xm+1 =
k−1

∑
j=1

Xm+1. (3.16)

Using this definition, the distribution law of the random variable Am+1 can be calculated as follows:

P(Am+1(r) = am+1) = P(Am+1(r) ≥ am+1) (3.17)

P(Am+1(r) = k) = P(Am+1(r) ≥ k)− P(Am+1(r) ≥ k + 1), k = 1, . . . , am+1 − 1

P(Am+1(r) = 0) = P(X ≥ d)
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(a) (b) (c)

(d) (e) (f)

Figure 3.3: Calculation of the random variable A(r). Figures (a)–(c) show the cases where the execution of
requests is stopped because the stream exhausted its reservation time; Figures (d)–(f) where the
execution is stopped because the stream reached the end of the period

Based on Am+1(r), the admission control determines the reservation time rm+1 by finding the smallest
value of r where the data stream achieves the requested quality as defined by Equation 3.12:

rm+1 = min(r ∈ R|EAm+1(r) ≥ am+1 · qm+1) (3.18)

EAm+1(r) =
am+1

∑
k=0

k · P(Am+1(r) = k)

The approach presented so far does not consider an important corner case, illustrated by Figure 3.3(e).
Although the conditions defined earlier ensure that no request is executed once the execution reaches
the end of the period, the actual execution of the last request of a period can overlap with the new
period, causing a delay of the execution of the mandatory streams of the next period. This case is an
example for blocking due to nonpreemptivity [50] and can be resolved by considering the maximum
blocking time in the admission control of both mandatory and optional data streams. The maximum
blocking time is defined by the worst-case execution time of a disk request. Thus, using d′ = d−wmax
(with wmax being the maximum worst-case execution time wi of a task in the task set)1 instead of
d ensures an accurate admission control, preventing the execution of requests overlapping with the
following period.

To subsume, the reservation time rm+1 of the first optional part is calculated by deriving the smallest
time r where the data stream achieves the requested quality, denoted by the expected value of the
random variable Am+1(r). The random variable Am+1(r) is calculated based on the execution times
of the requests of the stream (Yj) and aggregated execution time of the mandatory streams (X). To
generalize this approach to the calculation of the reservation times of the remaining optional streams,
one needs to be able to derive the aggregated execution time of all streams preceding a given optional
stream Ti, which then allows the calculation of Ai(r) just as described for the first optional stream.

As already described, for a mandatory stream Ti the aggregated execution time Zi after the execution
of this stream results from

Zi = Zi−1 +
ai

∑
j=1

Xi ∀i ≤ m (3.19)

which denotes the summation of the execution times of the individual requests of the stream Ti with
the aggregated execution time of the streams T1, . . . , Ti−1. Z0 is defined by a random variable with
P(Z0 = 0) = 1. For an optional stream Ti, the calculation of Zi is also based on a summation of the

1The complete approach would be to calculate d′ for each data stream separately, d′i = d−wmaxi with wmaxi = max(wj), j =
i + 1, . . . , n. However, for simplicity reasons I assume the worst-case execution time of all disk request to be fixed.
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execution times of the requests of that stream with Zi−1, but the summation must consider that not
necessarily all requests of an optional stream are executed:

Zi = Zi−1 +
ai

∑
j=1

Xi if
j

∑
k=1

Xi < ri ∧ Zi−1 +
j

∑
k=1

Xi < d′

0 otherwise
∀i = m + 1, . . . , n (3.20)

The exact approach to solve this equation will be discussed later in this section.

Using this definition of Zi, the general approach to calculate the reservation times ri for the optional
streams is then defined by:

ri = min(r ∈ R|EAi(r) ≥ ai · qi) ∀i = m + 1, . . . , n (3.21)

EAi(r) =
ai

∑
k=0

k · P(Ai(r) = k)

with

P(Ai(r) = ai) = P(Ai(r) ≥ ai) (3.22)

P(Ai(r) = k) = P(Ai(r) ≥ k)− P(Ai(r) ≥ k + 1), k = 1, . . . , ai − 1

P(Ai(r) = 0) = P(Zi−1 ≥ d′)

where

P(Ai(r) ≥ k) = P(Zi−1 + (k − 1)Xi < d′ ∧ (k − 1)Xi < r), k = 2, . . . , ai (3.23)

P(Ai(r) ≥ 1) = P(Zi−1 < d′)

The admission control admits a task set only if it can solve the Equation 3.21 for all optional data
streams, meaning that the admission control finds reservation times such that all data streams achieve
their requested quality.

Admission Control for Harmonic Periods

With multiple periods, the streams with shorter periods have higher priorities, streams with the same
period are ordered according to their quality. This priority scheme results in an execution order of
the data streams as shown in Figure 3.4. The requests of the data streams with the shortest period
are executed with the highest priority, requests of data streams with a longer period are executed if
the data streams with the shortest period did not exhaust their period.

Figure 3.4: Request execution with harmonic periods.
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As shown at point (1) in Figure 3.4, the execution of a request of a data stream with a lower priority
can overlap with the begin of a new period of a data stream with a higher priority, causing a delay
in the execution of the requests of the stream with the higher priority. The maximum delay caused
by this overlapping is the worst-case execution time of a disk request. This case is identical to the
blocking caused by the overlapping of a disk request at the end of a period as described earlier
for uniform periods (illustrated at point (2) in Figure 3.4), and is handled again by including the
maximum blocking time in the admission control of the higher priority data streams using d′i =
di − wmax.

Based on the execution scheme shown in Figure 3.4, the admission control can admit the tasks with
the shortest period based on the model described for uniform periods. To admit the remaining data
streams, the admission control must check whether the execution of the data streams with the higher
priorities leaves sufficient time such that the data streams with a lower priority achieve their quality.

To admit a mandatory data stream Ti with a longer period, the aggregated worst-case execution times
of all requests with a shorter period T1, . . . , Ti−1 must leave enough time to execute all ai requests of
Ti:

di
di−1

⌈
d′i−1 − wdi−1

wi

⌉
≥ ai (3.24)

⌈
d′i−1−wdi−1

wi

⌉
denotes the number of requests of Ti that can be executed using the worst-case execution

time as illustrated by Figure 3.5. wdi−1
denotes the aggregated worst-case execution time of the data

streams T1, . . . , Ti−1, the worst-case execution time of a data stream is defined by

• wi · ai for mandatory data streams, and

• ri + wi for optional data streams.

Figure 3.5: Admission control for mandatory data streams with harmonic periods.

To calculate the reservation time ri for an optional data stream Ti with a longer period, one needs to
determine a random variable that describes the portion of the period of Ti that is consumed by the
tasks with a shorter period.

Figure 3.6: Admission control for optional data streams with harmonic periods.

Figure 3.6 illustrates the approach to calculate this random variable Z′
i−1. The execution scheme of a

task set is transformed such that all requests of tasks with a shorter period than the period of Ti are
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executed at the beginning of the period di. The number of the shorter periods that fit into the period
di is defined by di

di−1
, thus, Z′

i−1 is given by

Z′
i−1 =

(
di

di−1

)
Zi−1 (3.25)

where Zi−1 is the random variable describing the aggregated execution time of the tasks T1, . . . , Ti−1
for one period di−1, as defined for the admission control for uniform periods. Using Z′

i−1 to describe
the execution time of the preceding streams, the reservation time for the task Ti can now be calculated
as defined by Equation 3.21.

To summarize, the admission control needs to apply the following two steps each time it reaches a
new period length:

• Calculate the aggregated worst-case execution time wdi−1
of all previous data streams and admit

the mandatory data streams with the new period length based on Equation 3.24.

• Determine the random variable Z′
i−1 to calculate the reservation times for the optional data

streams with the new period length.

Operations on Random Variables

The applicability of the admission model described in this section largely depends on the ability to
calculate the various operations on random variables.

The admission control uses discrete probability density functions (p.d.f.) fX(x), x ≥ 0 obtained by
measurements to describe the random variables. To calculate the reservation times, the following
operations must be performed using these discrete probability density functions:

• The convolution of two probability density functions fX ∗ fY. For nonnegative random variables
X and Y described by discrete probability density functions fX and fY, the convolution is defined
as

fX+Y(x) = ( fX ∗ fY)(x) =
x

∑
i=0

fX(i) · fY(x − i). (3.26)

• The calculation of the probability P(Ai(r) ≥ k), defined by Equation 3.23. Figure 3.7 illustrates
the approach to calculate the probability, which is defined by

P(Ai(r) ≥ k) = P(Zi−1 + X′
i < d′ ∧ X′

i < r), with X′
i = (k − 1)Xi =

k−1

∑
j=1

Xi (3.27)

The shaded area highlights the values for Zi−1 and X′
i where the condition Zi−1 + X′

i < d ∧ X′
i <

r is fulfilled. Thus, the probability P(Ai(r) ≥ k) can be calculated as follows:

P(Ai(r) ≥ k) =
nZ

∑
z=0

nX

∑
x=0

{
fZi−1(z) · fX′

i
(x) if (z + x) < d′ ∧ x < r

0 otherwise
(3.28)

where nZ and nX denote the largest elements contained in the random variables Zi−1 and X′
i .
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Figure 3.7: Calculation of the probability P(Ai(r) ≥ k) = P(Zi−1 + X′
i < d′ ∧ X′

i < r) with d′ = 5 and r = 3.
The shaded area highlights the points where the condition Zi−1 + X′

i < d′ ∧ X′
i < r is fulfilled.

• The calculation of the random variable Zi describing the aggregated execution time of the data
streams T1, . . . , Ti. For a mandatory data stream, Zi is defined by

Zi = Zi−1 +
ai

∑
k=1

Xi, (3.29)

meaning the summation of the execution times of all requests of the data stream with the
aggregated execution time of the previous streams.

With optional data streams, not all requests are necessarily executed, the execution stops if
either the stream exceeds its reservation time ri or the execution reaches the end of the period
(Eqn. 3.20). To sufficiently consider this behavior in the calculation of Zi, first the individual
execution times Uij(ri, d′) are calculated that describe the execution times of the stream Ti
under the condition that exactly j requests are executed. Zi then results from combining these
individual random variables, weighted by the probabilities P(Ai(ri) = j) that j requests are
executed by the stream:

fZi (z) =
ai

∑
j=0

P(Ai(ri) = j) · fUij (z) (3.30)

The calculation of Uij(ri, d′) requires the exact definition of the conditions under that exactly a
given number of requests are executed. Figure 3.8 illustrates the various cases that need to be
distinguished to calculate Uij(ri, d′). For each of the cases, the resulting execution time is calcu-
lated by a conditional summation of the random variables describing the aggregated execution
time of the preceding streams (Zi−1) and of the random variable describing the execution of
individual requests of the current stream (Xi). This conditional summation first results in an in-
termediate random variable U′

ij(ri, d′) that needs to be normalized to form Uij(ri, d′). U′
ij(ri, d′)

is calculated as follows:

j = 0, no request of Ti is executed (Fig. 3.8(a)). This happens if the execution of the data
streams T1, . . . , Ti−1, described by the random variable Zi−1, already exhausts the period.
U′

i0 is defined by the part of Zi−1 that exceeds the period:

fU′
i0
(u) =

{
fZi−1(u) if u ≥ d′

0 otherwise
(3.31)

j = 1, only the first request is executed (Fig. 3.8(b)). The execution of the previous tasks
T1, . . . , Ti−1 did not exhaust the period, but the execution of the first request either reaches
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(a) No request is executed for Ti (i.e., Ai =
0), the previous tasks exhausted the
whole period. U′

i0 is defined by the
shaded part of Zi−1.

(b) To execute exactly one request of Ti, the
previous parts must not have exhausted
the period, but the execution of the first
request of Ti either exhausts the reserva-
tion time of Ti (1) or reaches the end of
the period (2).

(c) To execute exactly j requests, the execu-
tion of the previous j − 1 requests of Ti
must not have exhausted both the period
and the reservation time of Ti, but the ex-
ecution of the jth request either exhausts
the reservation time (1) or reaches the
end of the period (2).

(d) To execute all requests of Ti (i.e., Ai =
ai), the execution of the first ai − 1 re-
quests must not exhaust both the period
and the reservation time of Ti.

Figure 3.8: Calculation of Zi. The Figures show the various cases that need to be distinguished calculating the
random variable Uij.

the end of the period or exhausts the reservation time of Ti. U′
i1 is defined by the condi-

tional summation of Zi−1 and Xi (the random variable that describes the execution time of
a disk request of Ti) for the values of Zi−1 and Xi where the latter conditions are fulfilled:

fU′
i1
(u) =

u

∑
z=0

{
fZi−1(z) · fXi (u − z) if z < d′ ∧ (u ≥ d′ ∨ u − z ≥ ri)

0 otherwise
(3.32)

j = 2, . . . , ai − 1, (Fig. 3.8(c)). To execute exactly j requests, the execution of the previous j− 1
must not have exhausted either the reservation time of Ti or the period, but the execution
of the jth request exceeds either of them. Similar to j = 1, the random variable U′

ij is
defined by the summation of the random variable Zi−1, the random variable X′

j−1 that
describes the execution of the first j − 1 requests of the data stream and Xi for the values
of the random variables where the previous conditions are fulfilled:

fU′
ij
(u) =

u

∑
z=0

u−z

∑
x=0


fZi−1(z) · fX′

j−1
(x) ∗ fXi (u − z − x) if z + x < d′ ∧ x < ri ∧

∧ (u ≥ d′ ∨ u − z ≥ ri)

0 otherwise

(3.33)

with

X′
j−1 = (j − 1)Xi =

j−1

∑
k=1

Xi
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j = ai, all requests of Ti are executed (Fig. 3.8(d)), it requires that the execution of all ai − 1
requests did not reach the end of the period and did not exhaust the reservation time of
Ti. U′

iai
is defined by:

fU′
iai

(u) =
u

∑
z=0

u−z

∑
x=0

 fZi−1(z) · fX′
ai−1

(x) · fXi (u − z − x) if z + x < d′ ∧ x < ri

0 otherwise

(3.34)

with

X′
ai−1 = (ai − 1)Xi =

ai−1

∑
k=1

Xi

The normalization of the intermediate random variables U′
ij(ri, d′) is required to obtain a valid

random variable (i.e., to make sure that
nU
∑

u=0
fUij (u) = 1):

fUij (u) =
1

nU′

∑
v=0

fU′
ij
(v)

· fU′
ij
(u) (3.35)

The aggregated execution time Zi can now be calculated solving Equation 3.30.

With the described methods to calculate the required operations on the random variables, the admis-
sion control is able to solve the admission criteria for optional data streams defined by Equation 3.21.

3.2.3 Disk Model

The admission control depends on the knowledge of both the worst-case execution time w of a disk
request and the random variable X describing the execution time of a disk request. Both w and X are
parameters of the disk drive and both parameters are presumed to be fixed over time2. Thus, these
parameters must be acquired for each individual disk prior to its use in the system.

Worst-Case Execution Time w

The maximum time required to execute a disk request is commonly derived using models that reflect
the processing of the request by the disk [69, 79, 94]. Figure 3.9 shows the principle scheme of the
execution of a disk request the is used to derive the worst-case execution time.

The scheme divides the execution of a disk request into several phases:

• a command processing overhead caused by the host controller and the disk drive,

• a seek time required to move the disk head from its starting position to the track of the target
sectors,

• a time to wait until the target sector arrives at the disk head (rotational delay),

2Consequently, the dynamic remapping of defect sectors is not considered. However, disk drives allow to monitor this
remappings (e.g., using the Mode Pages of SCSI disks). This allows the adjustment of the parameters or the replacement of the
faulty disk.
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Figure 3.9: Request Execution Model

• the time to access the target sectors, and

• additional track switches if the target sectors of the request span over several tracks.

Based on the described scheme, the following equation defines the worst-case execution time of a
disk request [62]:

w = tmaxseek + n · trot + m · tsector + v · tskew + tovh (3.36)

with

tmaxseek maximum seek time; it is the time for moving the disk head from the innermost to the
outermost cylinder of the disk.

n · trot maximum rotational delay; trot is the time for a single revolution of the disk, n is the maximum
number of revolutions. These additional revolutions are required if the disk fails to settle on
the target track.

m · tsector time to access the data; tsector is the time to read / write a single sector on the disk, m the
number of sectors to access for a disk request:

m =
⌈

b
bsector

⌉
(3.37)

with b the size of the request and bsector the size of a sector on the disk.

v · tskew time to switch to the next track or head; tskew is the time for a single switch, v the maximum
number of switches which can occur executing a disk request. v depends on the size b of a disk
request and the minimum size of a disk track btrack:

v =
⌈

b − bsector

btrack

⌉
(3.38)

tovh request processing overhead.

The calculation of both m and v depend on the request size, thus, the admission control must use a
worst-case execution time wi that corresponds to the block size bi used by the data stream.
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Request Execution Time X

The admission control uses the random variables Xi to describe the actual distribution of the execu-
tion times of a disk request. In contrast to the worst-case execution time, the random variables Xi are
obtained by direct measurements, creating a distribution of the relative frequencies of the execution
times.

To achieve a high accuracy with the admission control, the workload used to measure the random
variables Xi should resemble the expected workload of the real system. This match between the
workloads can be achieved by either

• replaying traces of real workloads, or

• create synthetic workloads that reproduce the behavior of a real system.

Two properties of the task model used by the admission control (Eqn. 3.10) allow to further improve
the accuracy of the random variables. First, data streams are either read from the disk or written to
the disk, and second data streams are read or written using a fixed request size. These properties
can be exploited by obtaining several distributions, distinguishing between different request sizes as
well as between read and write requests. The admission control than can choose the appropriate
distributions based on the properties of the streams.

3.3 Disk-Request Scheduling

The admission model presented in the previous section calculates a reservation time for each stream
such that the stream achieves its requested quality (the reservation times for mandatory streams are
set to the worst-case execution time of their requests). The task of the disk-request scheduler is to
bring in line the enforcement of these reservation times with the optimization of the disk utilization
as well as with the support for further quality-of-service types, such as bounded response times.

A straightforward approach to enforce the reservation times is to execute the requests of the streams
in the order of the priorities assigned by the admission control and limiting the amount of time each
stream is able to consume. However, this approach yields two major limitations. First, it limits the
ability of the scheduler to optimize the execution order of the requests, the scheduler is only able to
reorder the requests of the stream that is currently executed. Second, requests of clients that are not
included in the admission control (i.e., the requests of sporadic real-time and best-effort applications)
can only be executed once all streams are processed by the scheduler in a period. This moves the
execution of these requests towards the end of a period, which can result in the potential miss of
a deadline of a sporadic real-time request although the disk would have been able to execute this
request earlier, as well as long response times for best-effort requests.

These limitations mainly result from not utilizing the full flexibility provided by the stream model.
Although the stream model only requires the execution of the requests to be finished at the end
of a period to successfully meet the quality-of-service requirements, executing the streams strictly
based on their priorities causes the execution of the requests usually to be finished well ahead of
this deadline. Thus, applying the admission priorities to the actual request scheduling is an overly
stringent approach. To ensure that all streams achieve their requested quality, it is sufficient to make
sure that each stream is able to make use of its reservation time within a period, independent of both
the exact time within the period and whether the time is consumed all at once or in smaller units.

The disk-request scheduler can make use of the flexibility provided with the execution of the requests
of data streams by using a slack-stealing scheduling policy [46]. The slack time of a disk request is
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(a) Without slack stealing, the execution of
a real-time request can be finished well
ahead of its deadline. This earliness
can be utilized to execute other requests
ahead of the real-time request.

(b) The calculation of the available slack time
must respect the requirements of all real-
time request of the system. To ensure that
the lower request in the figure is able to
meet its deadline, the upper request can-
not be delayed until its deadline.

Figure 3.10: Slack-Stealing Disk Scheduling. The principle idea of the slack-stealing disk scheduling is to post-
pone the execution of a real-time disk request until the latest time the execution needs to be started
such that the execution is finished ahead of its deadline. The gained time can be used to execute
other request, for instance to optimize the execution order or to provide best-effort requests with
short response times. The execution must not be necessarily postponed until the latest execution
time, for instance a request scheduler that optimizes the disk utilization can execute real-time re-
quests either if they fit into the optimized execution order or if they must be executed to meet their
deadlines.

defined by the time that the execution of the request can be postponed without violating its deadline
(illustrated in Fig. 3.10). The time gained by postponing a request can be used to execute other
requests, either to provide better response times for these requests or to optimize the overall execution
order of the requests. Applied to the enforcement of the reservation times, this means that the
execution of the requests of a data stream can be postponed in favor of a lower priority request
(including sporadic real-time and best-effort requests) as long as the scheduler makes sure that the
stream is able to make use of its reservation time until the end of its period.

The main challenge with a slack-stealing scheduling policy is to calculate the exact amount of time
the execution of a request can be postponed. In particular, the calculation has to consider that the
execution of a request can be further postponed by the execution of requests with a higher priority,
thus making the slack time not only to depend on the distance of the request to its deadline, but also
on the amount of time used by higher-prioritized streams. To clearly separate this calculation from
the task to find the next request to execute, one can use a two-level approach:

1. Each time the scheduler needs to pick a request for execution, a subset of the outstanding
requests is created. The creation starts with an empty subset and adds the requests of the data
streams, beginning with the stream with the highest priority, as long there is enough time left in
the period such that each stream in the subset is guaranteed to utilize its reservation time (i.e.,
the slack time of the streams already contained in the subset allows to add further requests).
Sporadic real-time requests and requests of best-effort applications are allowed to be added
to this subset only if there is sufficient slack time available once all streams are added to the
subset.

2. With the reservation times sufficiently enforced by the creation of the subset, a traditional
request-scheduling policy can be applied to this subset to find the request that will be executed
by the disk.
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A main property of this approach is that it is applied each time the scheduler needs to choose a request,
which provides a greater flexibility in the calculation of the slack times than with the approaches
described in Section 2.2 that use precomputed slack times.

The subset is named Dynamic Active Subset (DAS) [66], it contains all requests that can be considered
by the scheduler at a given time.

3.3.1 DAS—Dynamic Active Subset

The task of the Dynamic Active Subset is to ensure that each stream is able to consume the reservation
time calculated by the admission control. The execution of a stream can only be postponed in favor of
a lower-priority request if the request scheduler can make sure that after the execution of this request
still enough time is left such that the stream is able to consume its reserved time. The creation of the
DAS ensures this behavior by adding streams to the subset only as long as the slack time provided by
the set of streams already included in the subset allows the execution of further requests.

The general approach to calculate the slack time of a set of streams is to derive the difference between
the time left until the end of the period and the time required by the streams of that set (i.e., the
amount of time the streams still need to consume in the period to meet the reservation time). The
following discussion describes the calculation of the slack time and the creation of the subset in detail,
again starting with a description for task sets with uniform periods and providing a generalization to
harmonic periods afterward.

Uniform Periods

Figure 3.11 depicts the calculation of the slack time for data streams with uniform periods. The time
tle f t denotes the remaining time in the period at the point where the subset is calculated.

(a) Slack time of a mandatory data stream. (b) Slack time of a mandatory and an op-
tional data stream.

Figure 3.11: Slack time of data streams. tle f t is the remaining time in the current period.

Figure 3.11(a) illustrates the calculation of the slack time for a mandatory data stream. To ensure that
all remaining requests of the data stream are executed prior to the end of the period, the execution
must start at least a time u(t) ahead of the end of the period such that all requests can get executed
even under worst-case conditions. u(t) denotes the time the mandatory stream still needs to be able
to consume within the period and it depends on the number of outstanding requests for that stream:

u(t) = a′ · w (3.39)

where a′ specifies the outstanding requests of the data stream in the current period and w the worst-
case execution time of a disk request of the stream. Thus, with a remaining time tle f t in a period, the
slack time of the mandatory data stream shown in Figure 3.11(a) is given by

s = tle f t − a′ · w (3.40)
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For optional data streams, the scheduler must ensure that the streams can fully utilize their reserva-
tion times. The scheduler maintains a budget for each data stream, the budget is replenished with the
reservation time at the beginning of each period and the actual execution times of the disk requests
are accounted to this budget. Because requests of a data stream are executed as long as the budget
is not zero, the overall time consumed by a data stream can be more than its reservation time (i.e.,
the execution of the final request can take more time than it is left in the budget). Thus, the calcu-
lation of the slack time for an optional stream considers the remaining budget of the stream (r′i) and
the maximum time the request execution can exceed the budget, which is given by the worst-case
execution time wi. For the example shown in Figure 3.11(b), this results in a slack time defined by

s = tle f t − (

(1)︷ ︸︸ ︷
a′1 · w1 +

(2)︷ ︸︸ ︷
r′2 + w2) (3.41)

Both terms describing the time required to execute the mandatory stream (1) and the optional stream
(2) denote the share ui(t) of the remaining time required to fulfill the quality-of-service guarantees of
the streams. With the described approach, one can calculate the combined slack time of data streams
T1, . . . , Ti as follows:

si(t) = tle f t −
i

∑
j=1

uj(t) (3.42)

with:

uj(t) = aj(t) · wj for mandatory data streams (3.43)

aj(t) is the number of outstanding requests at time t

uj(t) = rj(t) + wj for optional data streams (3.44)

rj(t) is the remaining budget of the stream at time t

Given this method to calculate the slack time, the creation of the DAS adds streams to the subset as
long as the slack time of the streams already in the DAS is large enough to postpone the execution
of the streams and the budget of an optional stream is not exceeded. Thus, the following condition
defines the criteria to add a stream to the DAS:

si−1(t) > w ∧ ri(t) > 0 (3.45)

s0(t) = tle f t

The condition ensures that a stream is added to the DAS only if it can be ensured that the streams
already contained in the DAS can still get their time ui assigned to achieve their quality-of service
guarantees, even if the scheduling policy picks a request of the newly added stream, as illustrated in
Figure 3.12.

It is important to note that if Condition 3.45 holds for a data stream, all requests of the stream are
added to the DAS. This maximizes the number of requests from which the scheduling policy can pick.

Harmonic Periods

The calculation of the slack time of a task set with harmonic periods needs not only to consider the
time ui(t) required by a stream within the current period. It must also include the case that streams
with a shorter period execute the requests of several periods within a single period of a stream with
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Figure 3.12: Creation of the DAS. At time T, Condition 3.45 holds for all three data streams, meaning that all
three streams can be added to the DAS. The request scheduling policy picks a request of the third
stream for execution, the execution time is denoted by the shaded area. Thus, at time T + 1 the
Condition 3.45 holds only for the first two data streams, meaning that the DAS at time T + 1 only
consists of the requests of stream one and two. This ensures that the first two streams can achieve
their quality-of-service guarantees.

a longer period. Figure 3.13 illustrates such a case. The slack time s1 for task T1 at point (1) is
calculated as described for uniform periods. To calculate the slack time s2 of task T2 at point (1), one
does not only need to consider the utilization of task T1 in its current period, but also that the whole
task T1 is executed two additional times until the end of the period of T2. This further reduces the
time available for the execution of requests of task T2.

Figure 3.13: Creation of the DAS for harmonic periods. The calculation of the slack time s2 at point (1) must
consider the time required by the stream T1 both in the current period of T1 (denoted by u1(t))
and for all further periods of T1 that occur until the end of the period of T2 (u1 denotes the time
required by T1 in a full period).

To sufficiently include this behavior in the calculation of the slack time of T2, the time tle f t,2 that
denotes the available time until the end of the period of T2 is only allowed to include the time not
consumed by T1 in that time span. At point (1), it is given by:

tle f t,2 =

(a)︷ ︸︸ ︷
tle f t,1 − u1(t) +2 ·

(b)︷ ︸︸ ︷
(d1 − u1) (3.46)

The first part of the equation denotes the time not consumed by T1 in the current period of T1 (i.e.,
the slack time s1 of T1 in this period). Part (b) denotes the overall time left over by the execution
of the requests of T1 in a period. u1 denotes the maximum utilization that can be caused by the
execution of the stream. In general, it is defined by:

ui = ai · wi for mandatory data streams, and (3.47)

ui = ri + wi for optional data streams. (3.48)

The slack time s2 is then given by the difference between tle f t,2 and the time required by T2 in the
current period:

s2 = tle f t,2 − u2(t) (3.49)
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To generalize this approach, one needs to be able to recalculate the remaining time tle f t in a period
each time the creation of the DAS reaches a stream with a longer period. A generic definition of the
calculation of this time is given by:

tle f t,i+1 = si + n · (di − ui) (3.50)

n denotes the number of complete periods with the shorter period length di that occur until the end
of the new, longer period. ui denotes the maximum amount of time the execution of all requests of
the streams T1, . . . , Ti requires in a period di.

The slack time of a task Ti is then defined by

si = tle f t,i − ui(t) i = 1, . . . , n (3.51)

and tle f t,i is given by

tle f t,i+1 =

{
tle f t,i − ui(t) if di = di+1

si + n · (di − ui) if di < di+1
(3.52)

The DAS can now be created as described for uniform periods, adding streams to the subset as long
as Condition 3.45 holds.

Acceptance Test for Sporadic / Aperiodic Tasks and Best-Effort Requests

Requests of clients not included by the admission control, such as requests of sporadic and aperiodic
tasks that are not mapped to a data stream or requests of best-effort clients, can only be added to the
DAS if sufficient slack time is available after adding the last stream (i.e. sn ≥ w).

To ensure that requests of sporadic and aperiodic tasks meet their deadline once they are admitted to
the system, additional requests of best-effort clients are again only allowed to be added if sufficient
slack time is available after the former requests are added to the DAS. The slack time of a request
with a deadline is calculated as shown in Figure 3.10.

Optional Streams that Exhausted their Reservation Time

Based on Condition 3.45, the creation of the DAS includes requests of optional data stream only
as long as the streams did not exceed their budget for the current period. The system is free to
add remaining requests of streams that exceeded their budget to the DAS together with best-effort
requests if the slack time allows this, or the system can discard these requests completely to increase
the bandwidth available for best-effort requests.

3.3.2 Request Scheduling

The purpose of the DAS is to release the request-scheduling policy from taking care of the quality-
of-service guarantees. The system can choose a specific policy to pick a request from the subset
depending on further requirements of the system. For instance, to optimize the overall disk through-
put a policy such as Shortest Access Time First (SATF) [42], Shortest Seek Time First (SSTF) [74], or
SCAN [74] can be used. Other policies are possible to provide bounded response times for best-effort
requests, for instance Shortest Access Time First with Urgent Forcing (SATFUF) [42]. By prioritizing
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best-effort request over requests of data streams a schedule can be created similar to the resulting
schedule of the ∆L scheduler [11].

The only constraint a scheduler needs to take care of is the dynamic creation of the request subset.
The DAS is created each time a request needs to be picked for execution, and due to the changing
slack times the number of streams that are added to the DAS can change. In particular, data streams
with a low priority and best-effort requests might be added only occasionally to the subset. This
avoids the use of globally optimizing scheduling policies such as Optimal Access Time (OAT) [42].

3.4 Summary

This chapter presented the Quality-Assuring Disk Scheduling model and a disk-request scheduler
based on the Dynamic Active Subset.

The Quality-Assuring Disk Scheduling provides an admission model that incorporates both hard real-
time guarantees and statistical real-time guarantees. The admission control is based on the cal-
culation of a reservation time for each stream such that the stream achieves its quality-of-service
requirements.

The disk-request scheduler enforces the reservation times using a two-level approach. First, the
scheduler creates a subset of the outstanding requests, trying to include as many requests as possible
into this subset, but always ensuring that each stream is able to utilize at least its reservation time.
Then, a request scheduling policy is applied to this subset to decide which of the requests is executed.
This two-level approach clearly separates the enforcement of the real-time guarantees (i.e., of the
reservation times) from the actual request scheduling.

The following chapter will discuss how a file system can incorporate the requirements posed by the
described models.
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Chapter 4

File Systems with Quality-of-Service
Guarantees

The previous chapter presented an admission model and a disk-scheduling algorithm that are both
capable of providing quality-of-service guarantees. Based on the requirements raised by the admission
model, the following chapter will describe the design of a file system that provides quality-of-service
guarantees to files.

The main parts of a file system implementation are [26, 85]:

Disk Space Management The main task of the disk space management is to provide an allocation
mechanism deployed by the file system to allocate the disk blocks used to store the file data.

File Representation The file system needs to keep track of which blocks on the disk belong to a file.

Client API The clients of a file system require an interface to access and modify the files of the file
system. This particularly includes a naming scheme.

File System Performance File systems can severely affect the performance of the overall system,
this requires the deployment of optimization strategies to improve the performance of the file
system, such as throughput, latency or number of file operations per second.

File System Reliability and Security File systems can include access control mechanisms and pre-
cautions to improve the robustness of the file system.

Each file system has to address these tasks in the context of the target system. For the scope of this
thesis, this context is defined by:

• The disk admission model; the main properties of the model described in the previous chapter
are

– Disk requests of data streams are periodic.

– The admission model requires that files storing the data of real-time streams can be ac-
cessed with a fixed request size. The required request size can vary for each stream of the
file system.

• The DROPS application model; real-time applications consist of a chain of components pro-
cessing a data stream contiguously. Additionally, the file system should support traditional,
non–real-time applications.

45



Chapter 4. File Systems with Quality-of-Service Guarantees

The following discussion will present the design of a file system that considers these requirements.
It will focus on the first three tasks of a file system. The DAS scheduler already addresses the per-
formance optimization, additional optimizations such as the use of caches will be discussed as part
of the client API. The reliability and security of file systems, for instance the use of journaling or
encryption, are beyond the scope of this work.

4.1 Block Allocation

To comply with the data stream model presented in Section 3.1, the file system has to ensure that
files can be accessed with the fixed disk-request size b. To ensure this request size, the files must be
stored in contiguous chunks of size b or a multiple thereof. The required request size varies for each
data stream, video streams require a larger request size to achieve their bandwidth than streams with
a lower bandwidth, such as audio streams.

A widely used approach to allocate disk space is the allocation of fixed-sized disk blocks [53, 85],
mostly implemented using bitmaps to keep track of the allocated and free disk blocks. To ensure the
minimum request size for all data streams, the block size would need to match the request size of
any stream stored by the file system, which can be in the order of 64 KByte to 256 KByte for video
streams. However, such a large block size wastes disk space for smaller files (the so called Internal
Fragmentation [93]), especially for the files of a time-sharing system, which have an average size
of 16 KByte to 128 KByte [59, 20]. Thus, the allocation policy should support several block sizes,
allowing the use of an appropriate block size for each file individually. Several file systems attempt
to provide such a flexible allocation policy, aiming mainly at the improvement of the file system
performance by enabling larger disk transfers:

• Clustering of smaller disk blocks in the UNIX file system [55]; the file system allocates several
contiguous disk blocks to provide a larger allocation size. However, the file system does not
guarantee a cluster size, an allocation request might be split into several smaller clusters. The
allocation of a specific cluster size would require an expensive search in the allocation bitmap
to find an appropriate set of contiguous blocks and is vulnerable to external fragmentation.

• Extent-based allocation using trees, such as in the XFS [83] and ReiserFS [65] file systems.
The file system maintains trees storing information about the free extents on the file system.
Although trees allow the fast lookup of free extents, the maintenance of the trees is more
complex than a bitmap-based allocator (e.g., XFS maintains two trees to efficiently support all
required lookups).

• Block allocation based on the Buddy allocator [45]. It requires an expensive reallocation algo-
rithm to eliminate the external fragmentation caused by the buddy allocator.

To comply with the data stream model, an actual system does not need to provide an allocation policy
that supports arbitrary block sizes. Depending on the work load, only a view block sizes will be used,
for instance a large block size (in the order of 64 KByte–256 KByte) to store high-bandwidth video
streams, a medium block size (16 KByte–32 KByte) to store low-bandwidth audio streams and a small
block size (4 KByte) to store the files of the best-effort system. This significantly reduces the required
flexibility of the allocation policy.

Figure 4.1 illustrates the approach for such a policy. The available disk space is divided into several
allocation groups, similar to the cylinder or block groups in the UNIX file system. Each allocation
group stores the file data using a fixed block size, but the block size can vary between the allocation
groups.
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Figure 4.1: File System Block Allocation. The available disk space is divided into allocation groups, each alloca-
tion group provides a fixed block size. The assignment of the block sizes to the allocation groups is
done dynamically, which allows the allocation policy to adapt to changing workloads.

The file system dynamically assigns block sizes to allocation groups, with groups initially marked
unused. The file system allocates a new allocation group for a block size if no more free blocks of that
size are available in other groups. If all blocks of an allocation group are freed, the group is released
and can be reused for other block sizes. The implementation is similar to the UNIX file system, the
header of each allocation group contains a bitmap storing the information about the available blocks
in that group. Additionally, the file system superblock contains a bitmap maintaining the information
about the available allocation groups.

This approach provides several advantages:

• It is expected to perform comparable to the UNIX allocation policy. Only a small overhead is
caused by the additional management of the allocation groups.

• Because the block size used for a file is fixed, the blocks of a file are allocated from the same
allocation group, or if not large enough from only a few groups, providing allocation locality.
Additionally, well-known approaches to further improve the allocation locality can be applied,
such as the allocation of the file blocks in the same allocation group as the file’s I-node.

• The fragmentation of the free space is limited to the free space assigned to allocation groups
with different block sizes.

• The approach is an integrated design [78], providing a flexible allocation of disk space to the
various file types. This allows a dynamic adaptation to changing workloads.

4.2 File-System Metadata

In addition to the file data, a file system needs to store management data, the file system metadata.
The two main types of metadata are first the block allocation bitmaps described in the previous
section, and second the data structures used to keep track which disk blocks belong to a file.

4.2.1 File Representation

With the allocation policy described in the previous section, the file data is stored in a set of equal-
sized disk blocks. The file system needs to maintain a list of blocks that belong to each file. The
use of fixed-size blocks allows the implementation of a direct-indexed block list, such as the I-node
structure used by the UNIX file system (Fig. 4.2). A tree-based file implementation, as used by XFS or
ReiserFS, is of no advantage. It is suitable with an allocation policy based on variable-sized extents.
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Figure 4.2: Inode Structure.

Similar to the UNIX file system, the superblocks of the allocation groups store I-node tables, and the
disk blocks storing the pointers to indirect blocks are preferably allocated from the I-node’s block
group.

4.2.2 Scheduling of Metadata Requests

To ensure the timely processing of the disk requests, the file system needs to have all metadata
available required to create the disk requests prior to the request’s period. If additional disk requests
are necessary to obtain this metadata, these requests need to be scheduled with time constraints. The
important information is

• the list of block numbers to generate the requests;

• the allocation bitmaps to allocate blocks for recorded streams if the block allocation is done
dynamically.

Other metadata, such as directories, do not affect the creation of the stream disk requests, thus need
no special attention.

Block Lists

To obtain the block list of a file, the file systems needs to read the corresponding parts of the file’s
I-node structure. To read a block-list block with an I-node structure as shown in Figure 4.2, the file
system might need to read additional blocks storing the indirect block lists. These additional requests
need to be considered in the scheduling of the metadata requests.

The timely availability of the block list can be ensured by several approaches:

• Interlace the requests to read the block list with the request stream of the file, and increase the
bandwidth requirement of the stream appropriately. However, this only works with mandatory
data streams, where the processing of all requests is guaranteed.
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Block Size bag (KByte) 4 8 16 32 64 128

Number of Blocks
(

nblocks = bag
4 Bytes/Block

)
1024 2048 4096 8192 16384 32768

File Size (MByte) 4 16 64 256 1024 4096

Table 4.1: Number of block numbers stored in one disk block of the block list and the file size covered by these
blocks depending on the block size. The block numbers are 32 Bit values.

• Process the metadata requests in a separate, mandatory data stream. Because the bandwidth
of such a metadata stream is extremely low for a single file (in the order of 1 request per 30
minutes for video streams), the metadata requests of several streams can be multiplexed to a
single stream.

• Read the full request list prior to the start of the stream.

With the block-list blocks ordinarily allocated from the allocation groups, the number nblocks of block
numbers stored in a single disk block of the block list depends on the block size bag of the allocation
group. Table 4.1 shows the number of blocks and the corresponding file size depending on the block
size. The numbers show that only a few blocks are required to hold the block list of a file if an
appropriate block size is used. For instance, a one-hour MPEG-2 video (4 MBit/s, 1.75 GByte) requires
28800 blocks if stored in 64 KByte blocks, which can be held in a block list of just two disk blocks.
Thus, despite an I-node structure using indirections, the file system is able to read the disk blocks
storing the block lists without additional requests to read intermediate block lists. The few numbers
of block-list blocks can be held in memory, reading the intermediate block list (i.e., the first level
of the double-indirect block list) prior to the processing of the stream. The memory requirement is
moderate, the block list of the MPEG-2 example requires 112.5 KByte of memory.

Allocation Bitmaps

To write a data stream, the file system needs to allocate the required disk blocks prior to the time they
are used to store the data of the stream. The number of disk requests required to allocate a set of
disk blocks can significantly vary depending on the fragmentation of the file system. In the best case,
all blocks are allocated from the same allocation group, requiring just one disk request to access the
allocation bitmap of that group. In the worst case, each block is allocated from a different allocation
group, requiring an additional disk request for each block to allocate. Additional disk request might
be necessary to allocate and initialize new allocation groups.

Due to the varying number of disk requests required to allocate the disk blocks, an online allocation
of the disk blocks during the recording of the data stream is not feasible. Instead, the required blocks
to record the data stream are allocated prior to the start of the recording, the number of blocks can be
calculated from the duration and the bandwidth of the data stream. This preallocation also ensures
that sufficient space is available to store the data stream. Thus, it has to be done as part of the
admission control for a stream written by the file system.

4.3 Client Interface

The client interface of a file system that supports various file types has to address the varying char-
acteristics of these file types. Based on the admission model, the file system needs to support the
following file-request types:
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• contiguous data streams,

• requests with individual deadlines, and

• requests of non–real-time applications.

4.3.1 Contiguous Data Streams

The data-stream model defined in Section 3.1 raises various requirements on the way the file sys-
tem generates the disk requests. The main characteristics of the stream model are (illustrated in
Figure 4.3):

• The deadline for all requests of a period is the end of the period. The order of execution of the
requests within a period is not predictable, it is dynamically determined by the DAS scheduler.

• The latest release time for all requests of a period is the begin of that period.

With these requirements, a traditional synchronous read() /write() client interface is not applica-
ble to the file system. Instead, the file system must be able to generate the disk requests for the data
streams independently of the retrieval or delivery of the data by the clients. The file system could
achieve this by providing an asynchronous client interface, requiring the applications to submit their
requests ahead of the actual retrieval of the data. However, such an asynchronous interface would
require major changes to the applications, which limits the practicability of this approach.

Figure 4.3: Request Generation for Data Streams. The figure denotes the constraints the file system needs to
consider with the generation of the disk requests to timely deliver a stream to an application. The
deadline for the execution of the disk requests is given by the end of a period used by the disk
scheduler to process the requests. The file system must generate the disk requests such that they are
executed at the latest in the period that ends just before the application retrieves the data. This sets
the latest time the file system must generate the requests to the beginning of that period.

Another, more practicable approach is the use of prefetching (to read a data stream) and buffering
(to write a data stream). With the contiguous processing of the data streams, the file system is able
to generate the requests by itself, without the assistance of the clients. This way, the file system can
generate the requests such that the data is available upon retrieval of a read stream by the client, and
that the data is timely written for write streams.

The prefetching and buffering approach requires the allocation of sufficient buffer memory by the file
system to handle the different characteristics of read and write data streams.

Read Data Streams

For data streams read from the disk and delivered to an application, the required amount of
buffer is determined by two factors (illustrated in Figure 4.4):
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Figure 4.4: Buffer Requirements of Read Streams. The file system must allocate a sufficient amount of memory
to both hold the data processed within a disk-scheduling period and to make this data available to
the application for the whole time span the application needs to access the data. The latter time
span depends entirely on the application and particularly can be much longer than a disk-scheduling
period.

1. the length di of the disk period; the buffer memory must be available at the release time
of the requests.

2. the time dvalidi
the client requires the availability of the data, starting at the end of the

related disk period. This time solely depends on the characteristic of the client application,
in particular it can exceed a disk period.

Thus, the minimum time a buffer element needs to be available for a data stream Ti is

dbu f f er,mini
= di + dvalidi

and this results in a minimum buffer size1 of

sbu f f er,mini
= (ai · bi)

⌈
di + dvalidi

di

⌉
(4.1)

where ai denotes the number of disk requests processed by the disk scheduling for the stream
in a single period and bi the request size used by the stream (thus, ai · bi is the amount of data

read in a single disk period).
⌈

di+dvalidi
di

⌉
denotes the number of disk periods covered by the

time a buffer element needs to be available.

Write Data Streams

The memory required to buffer the data of a stream written to the disk depends on:

1. the length of the disk period; all requests must be available at the beginning of the period
and the buffer memory is released at the end of the period.

2. the amount of memory required to store the data delivered by the client, it depends on the
burstiness of the delivery.

The first condition can be handled identically to read streams, the second condition requires
knowledge of the behavior of the applications generating the streams. In particular, the file
system needs to know the maximum amount of data the application generates within a time
interval.

1The buffer size does not include the memory required to handle VBR streams as described in Section 3.1.
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With the generation of the disk requests entirely handled within the file system, the main task of
the client interface is to allow the efficient transfer of the stream data between the file system and
the clients. To avoid copy operations between the file system and the clients, the file system can
share the stream buffer with the clients, similar to Fbufs [21] or IO-Lite [60]. However, a simple
shared-memory buffer is not sufficient to provide the required data-stream semantics, this addition-
ally requires

• an ordering scheme within the buffer, and

• a synchronization mechanism.

The synchronization mechanism has to accomplish several requirements. First and foremost, it has to
govern the accesses to the elements of the buffer, making sure that both the receiver of a stream (i.e.,
the client that retrieves a stream or the file system that writes a stream) only accesses valid data and
that the sender of the stream does not overwrite buffer elements not yet processed by the receiver.
This requirement is of particular interest to be able to adapt the processing speed of the file system to
the behavior of the applications, and in particular to cope with the varying bandwidth requirements
of variable-bit-rate streams. To stop the generation of disk requests to read a stream, the file system
needs to be able to detect whether the client is able to process the data fast enough or not (i.e., if the
buffer is entirely filled with unprocessed data). Similarly, the file system needs to be able to detect
whether the buffer contains valid data to write a data stream or if it has to stop the generation of
disk requests because the client does not produce the data fast enough. In addition to govern the
buffer accesses, the synchronization mechanism must also provide the means to signal disk requests
of optional streams discarded by the disk scheduler to the clients.

The data-stream semantics can be achieved by organizing the stream buffer as a synchronized, circu-
lar buffer (denoted in Figure 4.5), with each buffer element storing the data to be handled by single
a disk request. The circular buffer ensures that the streams are accessed in the right order. Aligning
the size of the buffer elements with the request size of the disk stream allows to apply appropriate
synchronization primitives on a per-request basis, allowing the file system both to test whether it can
create disk requests and to signal discarded requests to its clients.

Figure 4.5: Streaming Client Interface. The streaming interface uses a circular buffer that is shared between
the file system and the client. The circular buffer both provides synchronization mechanisms and an
ordering scheme for the stream data.

To summarize, the file system provides a streaming interface to support contiguous data streams.
The data is transfered between the file system and the clients using a circular buffer implemented
on memory shared between the file system an the client, providing an mmap() -like file access in the
clients. The interface provides operations to create and destroy a stream, to start, stop and resume
the processing of the stream and to position the file pointer within the stream. The creation of the
stream includes the admission of the disk stream based on the bandwidth requirement specified by
the client.
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4.3.2 Requests with Individual Deadlines

As described in Chapter 3, real-time requests not mapped to data streams are not considered by
the admission control, they are handled by the DAS scheduler using a per-request acceptance test.
Thus, it is sufficient to extend a traditional file system interface with a means of specifying a deadline
for each read() or write() request and an additional error code to signal the client whether the
request was admitted by the acceptance test or not.

4.3.3 Non–Real-Time Requests

To support non–real-time applications, the file system should provide an established, POSIX-like in-
terface [41]. The interface provides read() and write() operations on files using file descriptors
as well as memory mapped file accesses.

4.4 Summary

This chapter described the design of a file system that uses the DAS scheduling to provide file accesses
with quality-of-service guarantees. The design focuses on the parts of a file system that are influenced
by the underlying disk scheduling, namely the block allocation policy, the metadata management and
the client interface.

To comply with the requirements of the disk stream model, the block allocation policy presented in
Section 4.1 allows the allocation of blocks with several block sizes. The available disk space is divided
into several allocation groups, each group offering a fixed block size. The allocation groups provide
an efficient allocation mechanism as well as limit the external fragmentation of the disk space.

In Section 4.2 I discussed the structure of the file system metadata and presented approaches to
schedule the disk requests necessary to access the metadata of real-time data streams. To access the
block list of a file, the required disk requests can be either mapped to a separate data stream or the
block list can be stored entirely in memory. To record a data stream, the required disk blocks need to
be preallocated prior to the recording of the stream.

Finally, in Section 4.3 I presented a file-system client interface that supports various file types. It
offers a streaming interface to support contiguous data streams and a POSIX-like interface to support
file accesses with individual deadlines as well as non–real-time file accesses.

53



Chapter 4. File Systems with Quality-of-Service Guarantees

54



Chapter 5

The DROPS Disk-Storage System

The previous two chapters presented the design of a disk subsystem that supports quality-of-service
guarantees and the design of a file system that meets the requirements caused by this disk subsystem.
The following chapter outlines the implementation of these designs with the DROPS Disk-Storage
System, particularly demonstrating the feasibility of the presented concepts in a real-world imple-
mentation.

Section 5.1 provides an overview of the implementation, Section 5.2 describes the disk request
scheduling based on the DAS and Section 5.3 describes the adaptations applied to an existing file
system to provide a block allocation supporting various block sizes and the implementation of the
streaming client interface. Finally, Section 5.4 concludes with a summary.

5.1 Overview

The DROPS Disk-Storage System is a part of the Dresden Real-Time Operating System (DROPS) [37],
which provides an environment for the development of real-time applications, in particular multi-
media applications. DROPS is based on the FIASCO [36] microkernel, an implementation of the L4
microkernel API [48] incorporating extensions to support the scheduling of real-time threads [82].

Figure 5.1 illustrates the structure of the DROPS Disk-Storage System. It consists of two main ele-
ments, the L4SCSI disk driver that implements the disk request scheduling presented in Chapter 3,
and the DROPS File System that provides the file-system properties described in Chapter 4. Both the
disk driver and the file system are separate components of DROPS, using the programming environ-
ment provided by L4ENV [28]. The L4 Environment consists of services and libraries that support the
application development on top of the L4 microkernel, it particularly includes the management of
low-level resources such as memory, threads and synchronization primitives.

On of the main components of the overall DROPS architecture is L4LINUX [34], a paravirtualized
version of the LINUX kernel running on top of the L4 kernel. L4LINUX provides the main environment
for timesharing applications in DROPS, allowing the execution of legacy applications within a fully-
featured LINUX environment. Figure 5.1 illustrates two ways how L4LINUX can be enabled to access
the DROPS Disk-Storage System, both using stubs within L4LINUX to connect either to the L4SCSI disk
driver or the DROPS File System. The current implementation uses the former approach, providing
L4LINUX with a new block device type to access the disks handled by L4SCSI.
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Figure 5.1: Overview of the DROPS Disk-Storage System.

5.1.1 L4SCSI

The L4SCSI disk driver implements the disk scheduling model described in Chapter 3, including
the admission control to calculate the reservation times of real-time data streams. L4SCSI reuses
LINUX device drivers to access the SCSI host adapter, using an emulation environment (DDE [35]) to
provide the device driver with the required execution environment.

The client interface offered by L4SCSI provides an asynchronous execution model for disk requests,
meaning that the call to submit requests to the driver immediately returns once the requests are
enqueued within the driver and a separate call is used to notify the clients of the completion of the
requests. Additionally, the client interface of L4SCSI contains functions to manage data streams, in
particular to create and destroy streams and to start and stop the execution of a stream.

5.1.2 The DROPS File System

The DROPS File System deploys the data stream model provided by L4SCSI to read or write files
with guaranteed bandwidths. The structure of the file system is based on the EXT2 file system [2],
incorporating a modified allocation policy to enable the file allocation using various block sizes. The
client interface of the DROPS File System provides both the streaming interface used by data streams
and a traditional read() and write() interface.

5.2 Disk-Request Scheduling in L4SCSI

L4SCSI implements a periodic execution model for the requests of data streams. These requests are
queued within the driver and are kept back until the beginning of the period in that these requests
are executed according to the stream model. At the end of each period, L4SCSI removes all stream

56



5.2. Disk-Request Scheduling in L4SCSI

requests not yet executed from the requests lists and provides the clients with an error code indicating
that these requests were skipped. Best-effort requests and sporadic real-time requests are queued
separately.

The actual disk-request scheduling in L4SCSI consists of two steps that have to be executed each time
a request needs to be selected to be issued to the disk. First, L4SCSI must create the DAS, the subset
of the outstanding requests that can be effectively included with the current scheduling decision, and
second, a request scheduler must choose the request from this subset that is going to be executed.

5.2.1 Creating the DAS

L4SCSI queues the requests of the data streams in separate queues, further dividing the requests of a
stream into requests lists containing the requests of each individual period of the stream. This enables
the efficient creation of the DAS by collecting the request lists of the streams that are allowed to be
added to the DAS. This approach particularly does not require to inspect the individual requests of
the streams. The listing shown in Figure 5.2 outlines the creation of the DAS implemented by L4SCSI.

To create the DAS, L4SCSI iterates over the list of streams, which is sorted according to the priorities
of the streams starting with the stream with the highest priority. For a stream to be allowed to be
added to the DAS, two conditions must be fulfilled:

1. Sufficient time must be available to not interfere with the execution of streams with a higher
priority. To fulfill this condition, the remaining time until the end of the period is reduced by the
amount of time required to execute each stream and the inclusion of further streams stops as
soon as the remaining time does not allow the execution of a request with a lower priority (Line
36). Reserving the worst-case execution time guarantees that after the potential execution of a
request with a lower priority still enough time is left to ensure the execution of the streams with
a higher priority. The time required to execute a stream is defined by the utilization caused by
the stream as discussed in Section 3.3.1 and depends on the type of the stream. With mandatory
streams, the time is defined by the worst-case execution of each individual request (Line 26),
with optional streams the time depends on the remaining budget of that stream (Line 32).

If the set of data streams handled by L4SCSI contains streams with different period lengths,
the available time until the end of the period must be adjusted each time the creation of the
DAS reaches a stream with a longer period (Line 13; streams with a longer period have a lower
priority with the priority assignment discussed in Section 3.2.2). update_remaining_time()

increases the available time until the end of the new period based on the number of shorter pe-
riods occurring until the end of the longer period and the available slack time provided by these
shorter periods, as described in Section 3.3.

2. The stream must not have exceeded its budget (Line 28). For optional data streams, the budget
available to a stream within a period is set to the reservation time a the beginning of each
period, and the time spent to execute the requests of the stream is withdrawn from this budget.
Mandatory data streams are always added to the DAS (Line 22).

Once L4SCSI traversed all streams and there is still enough time left until the end of the period,
additional requests such as sporadic real-time requests and best-effort requests can be added to the
DAS (Line 43). At this place, a variety of policies are possible to decide how the remaining time is
used:

• An acceptance test for sporadic real-time requests can utilize the remaining time to decide
whether the system is able to accept these requests. As a result, the execution of the sporadic
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1 /* streams list of streams, sorted according to their priorities
2 * time_left time left until the end of the shortest period
3 * wcet worst-case execution time of a disk request
4 * das_streams array of request-list pointers, it is filled with
5 * the request lists of the streams added to the DAS */
6

7 s = streams;
8 period_length = s->period_length;
9 i = 0;

10 while (s)
11 {
12 /* update time_left if reached a stream with a longer period length */
13 if (s->period_length > period_length)
14 {
15 update_remaining_time (&time_left);
16 period_length = s->period_length;
17 }
18

19 /* get request list of the stream for the current period */
20 r = stream_requests (s);
21

22 if (s->quality == 1)
23 {
24 /* always add requests of a mandatory stream */
25 das_streams[i++] = r;
26 time_left -= ( number_of_requests (r) * wcet);
27 }
28 else if (s->budget > 0)
29 {
30 /* only add requests of an opt. stream if it did not yet exceeded its budget */
31 das_streams[i++] = r;
32 time_left -= (s->budget + wcet);
33 }
34

35 /* stop adding requests if no more time is left in the period */
36 if (time_left < wcet) break ;
37

38 /* continue with next stream */
39 s = s->next;
40 }
41

42 /* if enough time is left, add sporadic real-time or best-effort requests */
43 if (time_left > wcet)
44 ...

Figure 5.2: Creating the Dynamic Active Subset (DAS). The listing outlines the principle procedure used by
L4SCSI to create the DAS. Streams are added to the DAS as long as there is sufficient time left in the
period and the streams did not yet fully consumed their budget. With the DAS being constructed
by adding the entire requests lists of the streams (Lines 25 and 31), the complexity of the creation
of the DAS depends only on the number of streams handled by L4SCSI, and particularly not on the
number of requests contained in the request lists.

real-time requests can be intermingled with the execution of the stream requests or the execu-
tion of stream requests can be even suspended to meet the deadlines of the sporadic real-time
requests. Of course this can only happen to the extent allowed by the remaining slack time of
the streams.
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• Similar to the acceptance of sporadic real-time requests, the remaining time can be used to
incorporate the execution of best-effort requests. Best-effort requests can be even prioritized
over stream requests to achieve short response times, similar to the ∆L scheduler [11].

• Finally, requests of data streams initially not added to the DAS due to an exceeded budget can
be added to further increase their quality.

The current implementation adds best-effort requests, but without prioritizing these requests and
allows to add requests of data streams that already exceeded their time budget for the current period.

5.2.2 Selecting a Disk Request

With the guarantees of real-time streams and sporadic real-time requests being enforced by the DAS,
the scheduling policy used to pick a request out of the DAS is released from any constraints regarding
the enforcement of the guarantees. L4SCSI implements several scheduling policies, including the
CSCAN [74], Shortest Seek Time First (SSTF) [74] and the Shortest Access Time First (SATF) [67, 63]
policies.

The SATF scheduling policy picks the request out of the DAS that results in the shortest overall access
time. The access time includes the time required to move the disk head to the target track (seek
time), the time required to wait until the target sector arrives at the disk head (rotational delay) and
the time caused by the data transfer and the command processing. To calculate the access time, the
rotational position of both the current position of the disk head and the target sector need to be
known. With the position of the disk head derived from the target sector of the preceding request,
the calculation of the rotational position requires the mapping of the logical addresses used by the
SCSI interface to the actual position on the disk, defined by the cylinder number and angle of the
sector. This mapping and the functions describing the seek time depending on the track distance and
the rotational delay depending on the angle distance are obtained using microbenchmarks and are
used by L4SCSI to calculate the access times [63].

The CSCAN and SSTF scheduling policies do not require the knowledge of the rotational position,
both choose the request based on the logical address of the sector, assuming a linear mapping of the
logical address to the cylinders at the disk.

5.2.3 L4LINUX Block-Device Stub

The block-device stub is required to allow L4LINUX application to access the disks handled by L4SCSI.
The stub implements a new block device in L4LINUX (/dev/l4bxx ), which provides L4LINUX with
the usual ways to access the disks handled by L4SCSI, in particular the ability to mount partitions
on these disks. To execute the disk requests issued by L4LINUX for theses block devices, the stub
removes the requests from the L4LINUX request queues and forwards them to L4SCSI, and a pseudo
interrupt thread within L4LINUX is used to receive the completion notifications from L4SCSI and to
wakeup the L4LINUX processes waiting for those requests. To provide L4SCSI with the target or source
buffers of the requests, the current implementation includes the physical addresses of the buffers
in the requests sent to L4SCSI , allowing the disk driver to transfer the data using Direct Memory
Access (DMA). To eliminate the security risks associated with direct use of the physical addresses, the
stub could incorporate a more sophisticated approach to provide L4SCSI with the target or source
buffers [38], which is based on the memory management provided by L4ENV.
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The current version of the block-device stub bases on the L4LINUX version 2.2.26. It can be applied
to more recent versions of L4LINUX adopting the request handling within the stub to the changes in
the block layer of the more recent LINUX versions.

5.3 The DROPS File System

The disk layout of the DROPS File System bases on the EXT2 file system [2] and is implemented using
the EXT2FS library provided with the E2FSPROGS [1] package to manage the file system metadata.
To provide the file-system properties described in Chapter 4, the DROPS File System incorporates a
modified allocation policy with the EXT2 file system and implements the streaming interface and
execution model described in Section 4.3.

Using an established file system as the basis enables the DROPS FS to provide a fully-featured file
system, including directories, links and so on.

5.3.1 Block Allocation Supporting Various Block Sizes

The EXT2 file system divides the available disk space into block groups, closely following the ideas of
the UNIX FFS [53] to store the file data close to its file-system metadata (i.e., the inode describing
the file). The DROPS FS takes advantage of this structure by mapping the allocation groups used to
provide the different block sizes to the block groups of the EXT2 file system. The allocation policy
implemented with the DROPS FS ensures that each block group is only used to provide a single block
size, tagging the block group in its superblock with the block size at the time the block groups is used
for the first time.

The structure of the file-system metadata is not changed, in particular the structure is still based on
a fixed block size, which typically is 4 KByte for a EXT2 file system. With the block groups providing
a larger block size, this results in both an oversized block allocation bitmap and inode block lists.
On the other hand, this provides a backward-compatibility with the EXT2 file system, particularly
allowing the use of the file system initialization and maintenance tools.

5.3.2 The DROPS Streaming Interface

The design of the streaming interface discussed in Section 4.3 bases on a circular buffer created
between the sender and the receiver of the stream. This approach aims

• to provide an appropriate synchronization mechanism, including the signalling of gaps within
the stream caused by requests not executed for optional data streams;

• to ensure the correct order of the elements of the buffer; and

• to allow a zero-copy data transfer by sharing the buffer memory between the sender and the
receiver.

This approach is implemented by the DROPS Streaming Interface (DSI) [51], which provides the main
mechanism for the bulk transfer of data between DROPS components. Figure 5.3 outlines the design
of the DSI and the usage of the interface by the DROPS FS to deliver data streams.

The circular buffer is implemented using two separate memory areas, a data area storing the actual
data of the stream and a metadata area containing the descriptors used to construct the circular
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Figure 5.3: DROPS FS and the DROPS Streaming Interface (DSI). The figure illustrates both the design of the
DSI and the usage of the DSI with the file system. The DSI uses two memory areas, both shared
between the source and the sink of the stream. The data area contains the actual stream data, the
descriptor area contains the descriptors used to describe the packets that are used to construct the
stream. A packet descriptor consists of a reference to the data area and semaphores to synchronize
both the entry of the data by the stream source and the release of a packet by the stream sink. To
deliver a stream to a client, DROPS FS periodically adds packets to the stream containing the file
data. The actual procedure is a bit more complex, as several packets are added to the stream within
a period and the disk requests are executed asynchronously, meaning that all requests are submitted
to L4SCSI at the beginning of a period and the results are checked at the end of the period.

buffer. Both the sender and the receiver of the data stream can access these memory areas using
the memory management mechanisms offered by L4ENV, providing the zero-copy transfer of the data
between the sender and the receiver of the stream. Storing the metadata of the buffer outside the
data area allows the client to contiguously access the buffer elements, which can be used to provide
the notion of a sliding window over the buffer1.

The circular buffer is constructed of several packets, each packet describing a single element of the
buffer. Both the sender and the receiver of a stream sequentially process the packets, establishing
the order of the buffer elements. The data structure describing a packet consists of two main parts, a
reference to the data area and synchronization primitives.

The reference to the data area is stored relative to the beginning of that area, which allows to specify
the data independently of the position of the data area within the address spaces of the sender and
the receiver. To signal a gap within the stream, a packet is tagged with a flag indicating the gap.
Similarly, the receiver of the stream is notified about the end of the stream by tagging the final packet
of the stream with a flag indicating the end.

The access to the packets must be synchronized to ensure that the receiver only accesses valid data
as well as that the sender does not overwrite data not yet consumed by the receiver. Both of these
requirements are achieved using semaphores implemented within each packet descriptor.

The code fragments shown in Figure 5.3 also provide a simplified overview of the use of the DSI by
the DROPS file system to deliver a data stream to a client. The file system periodically allocates the

1A sliding window requires a proper handling of the wrap-around at the end of the buffer, which can be achieved by
remapping the beginning of the buffer behind the end of the buffer.
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next element of the buffer and executes the disk request to read the next section of the file. The client
consumes the data and eventually releases the packet, which makes the packet again available for
the file system. The file system skips the creation of the disk request if no buffer element is available
(Line 8). This situation particularly happens if the file system reads the data at a higher rate than the
client consumes the data, which can be an intended behavior to compensate the variations of data
streams with variable bit rate demands as described in Section 3.1.1. By skipping the creation of
further disk requests, the file system avoids a buffer overflow in these situations. The approach works
likewise for data streams written by the file system. The file system periodically takes elements out
of the buffer and creates the according disk requests. If the buffer is empty, the file system obviously
creates no disk requests.

The actual implementation with the DROPS FS is a bit more complex compared to the fragment
shown in Figure 5.3, because the file system executes several requests within a period. The period
length used by the file system is equal to the period length of the data stream handled by L4SCSI to
read or write the data stream. The file system submits all requests required to process the stream to
L4SCSI using the asynchronous interface of L4SCSI at the beginning of each period, and checks the
results of the execution at the end of the period. For data streams delivered to the client, the file
system either adds the data to the DSI packet if the disk request was successfully executed or tags
the packet indicating a gap in the stream if the request was skipped for an optional stream. The file
system metadata required to create the disk requests is completely held in memory by the file system,
requiring no additional disk requests during the processing of the stream.

5.4 Summary

This chapter provided an overview of the implementation of the DROPS Disk-Storage System, which
incorporates both the disk-request scheduling and file system supporting quality-of-service guaran-
tees. In particular, the chapter documented the practicability of the disk request scheduling (Sec-
tion 5.2) and the file system design (Section 5.3).

The following chapter provides an experimental evaluation of the presented designs using the imple-
mentations described in this chapter.
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Chapter 6

Experimental Evaluation

The previous chapters presented the designs of a disk-storage system and a file system that both
support quality-of-service guarantees and the application of these designs to the DROPS Disk-Storage
System. The following chapter contains an experimental evaluation of those designs. The evaluation
aims to examine the accuracy of the admission model, to point out the benefits of the presented
designs, and to analyze the influence of the enforcement of the quality-of-service guarantees on the
overall system performance. In particular, the evaluation

• examines the accuracy with that the disk scheduling meets the predictions of the admission
model and analyzes the influence of the characteristics of the request-execution-time distribu-
tions on the accuracy;

• points out the detailed benefits of the reservation-based disk scheduling, the use of statistical
guarantees, the use of the DAS scheduler, and the block allocation supporting several block
sizes;

• analyzes the effect of the enforcement of the guarantees on the disk bandwidth; and

• analyzes the costs of the integration of the storage system into the DROPS architecture.

Section 6.1 describes the evaluation environment, in particular the characteristics of the disk drives
and workloads used throughout the evaluation. Section 6.2 examines the accuracy of the stream
qualities achieved by disk scheduling and analyzes the benefits and costs of enforcing the quality-
of-service guarantees. Section 6.3 discusses the effects of the Dynamic Active Subset (DAS) and
Section 6.4 examines the costs of integrating the storage system into the overall DROPS architecture.
Section 6.5 evaluates the design of the file system. Finally, Section 6.6 concludes the evaluation with
a summary.

6.1 Evaluation Environment

All experiments were performed using SCSI disks connected to a PC-based system consisting of a
1 GHz Intel Pentium 3 processor, Intel 815EP chipset, 256 MB main memory and a Tekram DC-
390U3W SCSI host adapter [86]. The SCSI host adapter is based on the LSI Logic / Symbios Logic
sym53c1010 Ultra3 SCSI chipset, which allows a maximum transfer rate of 160 MByte/s between the
disk and the host adapter.
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6.1.1 Disk Drive Parameters

IBM Ultrastar 36Z15
IC35L018UWPR15 [40]

Size 18.4 GByte
Revolutions per Minute (RPM) 15 000
tmaxseek 7.178 ms
n 5
trot 4.000 ms
tsector 0.011 ms
m (64 KByte Request Size) 128
tskew 0.994 ms
v 1
tovh 0.671 ms
Worst-Case Execution Time w 30.251 ms

Seagate Cheetah 36ES
ST318406LW [73]

Size 18.4 GByte
Revolutions per Minute (RPM) 10 000
tmaxseek 10.938 ms
n 4
trot 5.971 ms
tsector 0.011 ms
m (64 KByte Request Size) 128
tskew 4.095 ms
v 1
tovh 0.436 ms
Worst-Case Execution Time w 40.761 ms

Table 6.1: Disk Drive Parameters. The worst-case execution times are calculated based in the model 3.36 pre-
sented in Section 3.2.3 and the required disk parameters are obtained using microbenchmarks [62].

Two disks were used to perform the experiments, an IBM Ultrastar 36Z15 disk drive and a Seagate
Cheetah 36ES disk drive. Table 6.1 shows the parameters of the disk drives and the resulting worst-
case execution times based on the model presented in Section 3.2.3. With an average-case execution
time in the range of 0.5 ms–6 ms for the measurements presented throughout the evaluation, the
worst-case execution exceeds the average-case execution time by about an order of magnitude.

Figure 6.1: Composition of the Worst-Case Execution Time. About two-thirds of the worst-case execution time
of a disk request is caused by the rotational latency.

Figure 6.1 depicts the distribution of the worst-case execution time to the single elements of the
worst-case execution model. The results show that about two-thirds of the worst-case execution time
is caused by the rotational latency required to settle the disk head to the target sector. The large
rotational latency results from additional revolutions required by the disk if the disk head misses the
target track initially. Figure 6.2 shows the number and frequency of the revolutions measured in a
worst-case scenario [62].

A common approach to improve the worst-case behavior of a disk drive is to consider a set of requests
instead of a single disk request to reduce the overall seek time. For instance, the Fellini Multimedia
Storage System [52] schedules the requests of a whole period according to the CSCAN policy and
considers only one full seek of the disk head to calculate the execution time of the whole request set.
However, the effectiveness of these approaches is limited, as the worst-case execution time is to a
substantial part caused by the rotational latency that occurs for each disk request separately.
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Figure 6.2: Number and frequency of the disk revolutions measured for the rotational latency. If the disk re-
quires more than one revolution (i.e., n > 1), the disk head missed the target track initially.

6.1.2 Evaluation Setups

Figure 6.3 illustrates the various setups used by the experiments throughout the evaluation.

(a) L4SCSI (b) L4LINUX + L4SCSI (c) LINUX

Figure 6.3: Evaluation setups used throughout the evaluation.

The main setup used in the evaluation is shown in Figure 6.3(a). A test application directly issues
requests to L4SCSI in the same way the file system does. The requests are generated by the test
application using block lists describing the workload of the experiment. L4SCSI uses the SATF policy
to schedule the requests of the DAS.

Figure 6.3(b) shows the setup used to analyze the integration of the storage system into the DROPS ar-
chitecture. Besides L4SCSI, a disk benchmark (TIOTEST [3]) is executed on L4LINUX. L4LINUX uses a
stub driver connected to L4SCSI to access the disk drives.

Finally, Figure 6.3(c) shows the setup used to obtain performance values that can be achieved using
off-the-shelf systems. Instead of a client application using L4SCSI, data streams are read by a normal
LINUX application (LXSTREAM) using the standard LINUX disk driver.

6.1.3 Benchmarking Workloads

The results of a file system or disk benchmark are significantly influenced by the workload used in
the benchmark experiments. The workload defines the characteristics of the disk requests handled
by the storage system, for instance whether requests belong to a contiguous area of the disk or if
the requests are spread over various areas of the disk. With these effects, the workload significantly
influences the execution times of the disk requests.
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Two properties are required to describe a workload, the access pattern to a file and the allocation
pattern of the file on the disk. It is important to consider both properties, as a sequential file access
might still cause the disk requests to be distributed over the whole disk if the disk blocks of the file
are not allocated contiguously.

For the experiments presented in this chapter, the file access pattern is determined by the data stream
model. The files are accessed contiguously, and the accesses are performed periodically.

The allocation pattern of a file results from the allocation policy of the file system and is mainly
influenced by the fragmentation of the file system space. Most file systems attempt to allocate files
contiguously, but this only succeeds to the extent to that contiguous free space is available on the
disk. Thus, the disk blocks of a file created on an empty file system are allocated contiguously,
whereas the disk blocks might be spread over the available disk space on an aged file system. To
acquire reasonable benchmark results, the workloads used in the benchmarks should reflect these
properties [80, 81].

The workloads used throughout this evaluation were obtained recording the allocation patterns of
files created on two different EXT2 file systems. One was the user file system of a local workstation,
which was one year old and about 50 % utilized, the other was the file system of a workgroup server,
which was 3 years old and nearly full utilized (99 %). Instead of using the absolute block numbers, the
patterns were recorded by tuples describing the number of contiguous disk blocks in a file fragment
and the distance to the next file fragment. This allows to apply the patterns to files created on file
systems with a different size (aligning the resulting block numbers to the size of the file system) and
to files using a different allocation block size. Table 6.2 shows the characteristics of the recorded file
patterns, together with the characteristics of a linear allocation and a random allocation that evenly
distributes the blocks of the file over the available disk space.

With the linear file allocation (Table 6.2(a)), the file fragments are disrupted only by the disk blocks
storing the block list of the file and the blocks storing the header of a block group. The pattern
recorded on the workstation file system (Table 6.2(c)) consists of parts that are allocated similar to the
linear pattern as well as parts consisting of less contiguous blocks, resulting from the fragmentation
of the file system. The pattern recorded on the workgroup server (Table 6.2(d)) contains almost no
large contiguous fragments, instead the blocks are scattered over the whole file system as a result of
the high fragmentation of the nearly full file system.

To create the actual workloads used in the evaluation, four files with a size of 512 MB were created on
both the workstation file system and the workgroup-server file system. Table 6.3 shows the charac-
teristics of the recorded patterns. The workstation file system represents a file system with a normal
level of fragmentation, the patterns are named Pattern-nf. The workgroup-server represents a highly
fragmented file system, the patterns are named Pattern-hf.

For each evaluation scenario, a set of files were created on a newly initialized EXT2 file system using
the recorded patterns. The allocation groups used to support different block sizes are mapped to the
EXT2 block groups, each EXT2 block group contains blocks of a fixed block size.

The L4SCSI client application uses block lists obtained from those files to create the disk requests,
TIOTEST and LXSTREAM directly access the files on the file system.
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File Contiguous Distance to
Offset Blocks Next Block

0 12 2
12 1024 1

1036 1024 1
2060 1024 1

. . .
31756 976 6
32732 48 1
32780 1024 1

. . .

(a) Linear File Pattern.

File Contiguous Distance to
Offset Blocks Next Block

0 1 68730
1 1 2692134
2 1 2556781
3 1 1303004
4 1 161305
5 1 1966063
6 1 161445
7 1 1256637

. . .

(b) Random File Pattern.

File Contiguous Distance to
Offset Blocks Next Block

. . .
46 6 2145
52 52 1

. . .
18018 1 49
18019 6 336

. . .
20073 419 1
20492 1024 1
21516 37 1

. . .

(c) Workstation File Pattern.

File Contiguous Distance to
Offset Blocks Next Block

. . .
2491 22 6
2513 23 2

. . .
18165 2 14931
18167 12 2
18179 14 1

. . .
32121 5 136031
32126 113 72

. . .

(d) Server File Pattern.

Table 6.2: File Allocation Patterns. The tables show the characteristics of the patterns, that is the number of
contiguous blocks in a file fragment and the distance to the next file fragment (in number of blocks).

Number of Avg. Frag- Avg.
Pattern Fragments ment Size Distance

Linear 1 133 985.5 1.1
Linear 2 133 985.5 1.1
Linear 3 133 985.5 1.1
Linear 4 133 985.5 1.1

Random 1 131072 1.0 1496825.4
Random 2 131072 1.0 1491688.7
Random 3 131072 1.0 1492884.5
Random 4 131072 1.0 1493111.3

Number of Avg. Frag- Avg.
Pattern Fragments ment Size Distance

Pattern-nf 1 3385 38.7 248.2
Pattern-nf 2 1680 78.0 1966.3
Pattern-nf 3 1905 68.8 1218.8
Pattern-nf 4 1822 71.9 1880.1

Pattern-hf 1 4566 28.7 1659.6
Pattern-hf 2 8730 15.0 1466.7
Pattern-hf 3 8380 15.6 1618.1
Pattern-hf 4 9819 13.3 2622.0

Table 6.3: Benchmarking Workloads. The tables show the number of file fragments, the average size of a frag-
ment (in blocks) and the average distance to the next file fragment (in blocks) of the workloads used
in the evaluation.
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6.2 Disk Scheduling with Quality-of-Service Guarantees

This section examines the feasibility of the stream admission model. The evaluation contains an anal-
ysis of the accuracy of the achieved stream qualities, an illustration of the benefits of the reservation-
based disk scheduling using statistical guarantees, and an analysis of the influence of the enforcement
of the guarantees on the available disk bandwidth.

6.2.1 Accuracy of the Achieved Stream Qualities

To examine the accuracy with that the disk scheduling meets the predicted stream qualities, the test
application executes a setup consisting of several data streams and an additional best-effort load
that consumes the disk bandwidth not used by the data streams. Figure 6.4 contains the request-
execution-time distributions used to calculate the reservation times of the data streams, the distribu-
tions are obtained executing the test setup in a calibration run. The distributions are obtained for
each workload separately, Figure 6.4 shows the distributions for the Pattern-nf workload.
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(d) Seagate Cheetah 36ES, Write Requests.

IBM Ultrastar 36Z15 Seagate Cheetah 36ES
Request Read Write Read Write

Size mean dev max mean dev max mean dev max mean dev max

16 KByte 0.50 0.73 20.10 1.75 1.96 12.40 0.53 1.00 13.30 3.23 3.38 15.80
64 KByte 1.64 0.78 11.20 2.06 1.76 24.00 1.60 1.04 37.00 3.78 3.72 32.10

(e) Distribution Parameters Mean Value, Standard Deviation, and Maximum Value (in ms).

Figure 6.4: Request-execution-time distributions used to calculate the stream reservation times for the Pattern-
nf workload.

Table 6.4 presents the results for a test setup reading streams from the disks and Table 6.5 presents
the results for a test setup writing streams to the disks. The setups were chosen such that they form
the maximum possible setup accepted by the admission control, meaning that an increase of the
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Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

1 1000 24 64 1.00 726.02 1.00 0.0 1536.0
2 1000 184 64 0.95 286.00 0.93 -2.1 10912.9
3 1000 208 64 0.90 306.20 0.91 1.1 12091.3
4 1000 224 64 0.77 282.00 0.77 0.0 11052.8

5 4000 34 16 1.00 1028.53 1.00 0.0 136.0
6 4000 184 16 0.95 89.00 0.98 3.2 720.5
7 4000 208 16 0.90 92.70 0.95 5.6 787.8
8 4000 224 16 0.72 94.50 0.78 8.3 697.9

Average Difference ∆qdev 2.5

Mean Value qdev 2.0
Standard Deviation σ 3.2

Best-Effort Requests (64 KByte Request Size) 61.6
Best-Effort Requests (16 KByte Request Size) 38.5

Total Bandwidth 38035.3
Achieved Disk Utilization of Real-Time Streams 1.00

(a) IBM Ultrastar 36Z15.

Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

1 1000 16 64 1.00 652.18 1.00 0.0 1024.0
2 1000 192 64 0.95 292.80 0.92 -3.2 11321.0
3 1000 208 64 0.90 299.30 0.90 0.0 12033.7
4 1000 248 64 0.72 285.40 0.73 1.4 11579.5

5 4000 16 16 1.00 652.18 1.00 0.0 64.0
6 4000 192 16 0.95 99.90 0.94 -1.1 720.5
7 4000 208 16 0.90 98.50 0.92 2.2 763.2
8 4000 248 16 0.75 112.80 0.83 10.7 824.1

Average Difference ∆qdev 2.3

Mean Value qdev 1.3
Standard Deviation σ 3.9

Best-Effort Requests (64 KByte Request Size) 150.0
Best-Effort Requests (16 KByte Request Size) 195.6

Total Bandwidth 38675.6
Achieved Disk Utilization of Real-Time Streams 0.99

(b) Seagate Cheetah 36ES.

Table 6.4: Achieved Stream Qualities and Disk Utilization, Stream Read, Pattern-nf Workload.

quality of a stream of the setup would result in the rejection of the setup by the admission control.
This way of creating the benchmark setups results in different bandwidths and stream qualities used
with the two disks and the different workloads, as the request-execution-time distributions used to
calculate the reservation times are influenced by both the disk characteristics and the workloads.
Requests of optional data streams that exceeded the reservation time for a period were dropped.

The results show that the mandatory data streams (i.e., the streams with a requested quality of 1)
are completely executed and that, with the exception of the last stream, the optional streams achieve
their quality with a maximum relative deviation of about 5 %. The relative deviation is defined by

qdev,i =
qach,i − qi

qi
(6.1)
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Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

1 1000 24 64 1.00 726.02 1.00 0.0 1536.0
2 1000 112 64 0.95 221.00 0.93 -2.1 6631.5
3 1000 136 64 0.90 248.40 0.93 3.3 8102.2
4 1000 168 64 0.85 289.40 0.88 3.5 9442.4

5 4000 34 16 1.00 1028.53 1.00 0.0 136.0
6 4000 112 16 0.95 190.80 0.94 -1.1 420.8
7 4000 136 16 0.90 214.00 0.93 3.3 503.9
8 4000 168 16 0.79 269.20 0.80 1.3 540.9

Average Deviation ∆qdev 1.8

Mean Value qdev 1.0
Standard Deviation σ 2.0

Best-Effort Requests (64 KByte Request Size) 69.1
Best-Effort Requests (16 KByte Request Size) 18.6

Total Bandwidth 27401.3
Achieved Disk Utilization of Real-Time Streams 1.00

(a) IBM Ultrastar 36Z15.

Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

1 1000 16 64 1.00 652.18 1.00 0.0 1024.0
2 1000 64 64 0.95 239.80 0.99 4.2 4038.2
3 1000 72 64 0.90 247.40 0.92 2.2 4219.1
4 1000 84 64 0.85 269.60 0.87 2.4 4701.0

5 4000 16 16 1.00 652.18 1.00 0.0 64.0
6 4000 64 16 0.95 204.40 0.99 4.2 252.8
7 4000 72 16 0.90 210.50 0.90 0.0 257.9
8 4000 84 16 0.77 259.30 0.90 16.9 302.1

Average Deviation ∆qdev 3.7

Mean Value qdev 3.7
Standard Deviation σ 5.2

Best-Effort Requests (64 KByte Request Size) 8.1
Best-Effort Requests (16 KByte Request Size) 1.3

Total Bandwidth 14868.5
Achieved Disk Utilization of Real-Time Streams 1.00

(b) Seagate Cheetah 36ES.

Table 6.5: Achieved Stream Qualities and Disk Utilization, Stream Write, Pattern-nf Workload.

where qi is the requested quality of the data stream and qach,i is the measured quality of the stream.
The large deviation of the quality of the stream with the lowest priority is a result of the approxima-
tion described in Section 3.2.2 to consider requests that overlap with the new period at the end of a
period. Reducing the available time for the admission by the worst-case execution time of a request
causes the admission control to assume that the execution of a stream is preempted at the end of a
period more often than it actually happens with the real scheduling. This leads to the calculation of a
reservation time for this stream that is larger than required to achieve the requested quality, causing
the stream to achieve a higher quality than requested.

The results presented in Table 6.4 and Table 6.5 also show that the available disk bandwidth can be
almost fully utilized by the data streams, denoted by the low bandwidth achieved by the best-effort
load that consumes the time nor used by the data streams.
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The setups used in the first experiment consists of data streams with arbitrarily chosen bandwidths,
which have no relation to any real-world application scenario. Appendix A.1 contains the results of
the same experiment using a more complex setup with reasonable stream bandwidths. To be able to
compare the overall results of the experiments, the results are characterized by the average deviation
∆qdev and the mean value qdev and standard deviation σ of the quality deviation.

The average deviation ∆qdev is defined by

∆qdev =
1
n

n

∑
i=1

∣∣qdev,i
∣∣ (6.2)

and indicates the average deviation that occurs for the individual streams.

The mean value qdev, which is defined by

qdev =
1
n

n

∑
i=1

qdev,i, (6.3)

provides an indication of the quality of the overall scheduling.

The standard deviation σ is defined by

σ =

√
1
n

n

∑
i=1

(qdev − qdev,i)2 (6.4)

Table 6.6 summarizes the results of the experiments presented in Appendix A.1. To obtain the true
accuracies of the qualities achieved by the disk scheduling, the setups used in these experiments avoid
the inaccuracy for low prioritized streams described earlier by not fully utilizing the disk bandwidth,
the average utilization used by these setups is 95 %. The results show the largest average deviation
(5 %) for the setup using the Pattern-hf workload, indicating an influence of the high fragmentation
of that workload on the quality of the streams.

IBM Ultrastar 36Z15 Seagate Cheetah 36ES
Workload ∆qdev qdev σ ∆qdev qdev σ

Linear 3.9 % 1.5 % 4.9 3.6 % 1.7 % 4.4
Pattern-nf 2.6 % 0.9 % 3.6 3.4 % 0.2 % 4.8
Pattern-hf 5.0 % 1.3 % 6.6 5.3 % 1.7 % 6.4
Random 1.7 % 0.4 % 2.7 1.4 % 0.0 % 2.2

Table 6.6: Results of the experiments using a complex setup. Appendix A.1 contains the full results of the
experiments.

Effect of the Workload Used in the Admission Control

The experiments presented until now used setups based on an admission control using distributions
that exactly represented the workload used in these experiments. All distributions were obtained
performing a calibration run of the setup using the identical workload of the experiment. However,
in real-world environments such accurate distributions might not be available. To assess the possi-
ble error caused by an admission based on inaccurate execution-time distributions, the experiments
presented in Appendix A.1 were repeated. But instead of using the setups based on the actual distri-
butions of the workload, the experiments used the setups based on the distributions of the random
workload and Pattern-hf workload, as these distributions could be used as a pessimistic approxima-
tion of the request-execution-time distributions. With the more conducive workloads, this approx-
imation results in the calculation of reservation times that are larger than required to achieve the

71



Chapter 6. Experimental Evaluation

Stream IBM Seagate
Workload Ultrastar 36Z15 Cheetah 36ES

Linear 0.33 0.24
Pattern-nf 0.38 0.29
Pattern-hf 0.41 0.30

(a) Disk utilization achieved for the setups based on
the random workload.

Stream IBM Seagate
Workload Ultrastar 36Z15 Cheetah 36ES

Linear 0.84 0.80
Pattern-nf 0.91 0.90

(b) Disk utilization achieved for the setups based on
the Pattern-hf workload.

Table 6.7: Disk utilization depending on the admission workload. The tables show the achieved disk utilization
reading streams with the various workloads. The setups of the experiments (i.e., the number of
streams, bandwidths and qualities) are not based on the actual workload executed by the streams,
instead, the setups base on the admission calculated for the random workload (Table (a)) and for the
Pattern-hf workload (Table (b)).

requested qualities with these workloads. In fact, most of the streams using the linear and Pattern-nf
workload achieved a quality of 1 (i.e. all requests of the streams were executed). Another effect of the
approximation is that the streams do not fully utilize the available bandwidth, although the admis-
sion control is not able to admit more streams. Table 6.7 shows the utilization of the disk bandwidth
achieved for the various stream workloads executing the setups based on the random and Pattern-hf
workload. The results show that using the random workload to approximate the request-execution
time is too pessimistic for the real-world workloads, even the streams using the highly fragmented
workload do only achieve a utilization of 41 % and 30 %. Using the distributions of the Pattern-hf
workload is a more reasonable approximation, it results in a better utilization achieved by the data
streams.

Effect of the Distribution Class Width

Another property of the execution-time distributions that also effects the accuracy of the admission
model is the class width of the distributions. The class width sets the precision of the calculated
reservation time. Moreover, the class width largely affects the execution time of the admission control
itself. The class width determines the number of elements contained in the distribution, which is a
major component of the computational complexity.

To analyze the influence of the distribution class width, the experiments with the complex setups were
repeated, performing the admission control using distributions with various class widths. Table 6.8
summarizes the results of these experiments, Appendix A.2 contains the full results. The results show
no serious effect of the distribution class width on the accuracy of the achieved stream qualities. The
mean value qdev of the deviation shows a small increase with the largest class width (in particular
for the linear workload), indicating that the streams achieve a slightly higher overall quality. This
increase is caused by a slightly larger reservation time calculated by the admission control as a result
of the more coarse-grained execution-time distribution.

Table 6.8 also contains the time tadm required to perform the admission control, indicating the com-
putational complexity of the admission control. The admission test of the mandatory data streams
(Eqn. 3.13) exhibits a linear complexity depending on the number of disk requests contained in the
streams. But in addition to the actual admission test, the admission control needs to calculate the dis-
tribution of the aggregated execution time of all requests of the mandatory data streams (Eqn. 3.14),
which increases the complexity to O(av2). a is the total number of disk requests of the mandatory
streams and v2 denotes the complexity of a single convolution (Eqn. 3.26), which depends on the
number v of elements contained in the distributions.
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Class Width 0.10 ms Class Width 0.20 ms Class Width 0.40 ms
Workload tadm ∆qdev qdev σ tadm ∆qdev qdev σ tadm ∆qdev qdev σ

Linear 77.26 s 3.9 % 1.5 % 4.9 11.21 s 3.5 % 1.4 % 4.5 1.75 s 4.0 % 2.6 % 4.4
Pattern-nf 99.45 s 2.6 % 0.9 % 3.6 12.01 s 2.8 % 1.4 % 3.8 2.07 s 3.1 % 2.4 % 3.5
Pattern-hf 93.85 s 5.0 % 1.3 % 6.6 11.70 s 4.4 % 0.8 % 5.9 1.90 s 4.7 % 0.0 % 6.7
Random 11.74 s 1.7 % 0.4 % 2.7 2.02 s 1.9 % 0.5 % 2.5 0.35 s 1.9 % 0.5 % 2.5

(a) IBM Ultrastar 36Z15.

Class Width 0.10 ms Class Width 0.20 ms Class Width 0.40 ms
Workload tadm ∆qdev qdev σ tadm ∆qdev qdev σ tadm ∆qdev qdev σ

Linear 202.20 s 3.6 % 1.7 % 4.4 31.44 s 3.6 % 1.7 % 4.4 4.71 s 3.5 % 2.9 % 3.7
Pattern-nf 235.28 s 3.4 % 0.2 % 4.8 32.03 s 3.0 % 0.8 % 4.4 4.39 s 4.1 % 1.9 % 5.8
Pattern-hf 175.56 s 5.3 % 1.7 % 6.4 23.73 s 4.7 % 1.3 % 5.8 3.48 s 4.7 % 2.0 % 6.0
Random 21.09 s 1.4 % 0.0 % 2.2 3.25 s 1.5 % 0.3 % 2.3 0.54 s 1.6 % 0.3 % 2.4

(b) Seagate Cheetah 36ES.

Table 6.8: Results of the experiments using distributions with various class widths to calculate the reservation
times. Appendix A.2 contains the setups and full results of the experiments.

The admission control for an optional data stream consists of three main parts, the calculation of the
reservation time ri (Eqn. 3.21), the calculation of the resulting execution time Zi (Eqn. 3.30) of the
data stream and the calculation of the n-times convolution X′

i with i = 1, . . . , ai (Eqn. 3.27) required
to calculate both ri and Zi.

• Equation 3.21 to calculate ri is solved using a binary intersection to find the minimum reserva-
tion time that provides the requested quality. The achievable accuracy of the reservation time
depends on the class width of the distributions. To test the admission criteria for a given reser-
vation time, the admission control needs to calculate the random variable Ai(r) (Eqn. 3.28),
which exhibits a complexity of O(aiv2) with ai specifying the number of requests of the data
stream and v the number of elements contained in the distribution. Combined with the binary
intersection, the complexity of solving Equation 3.21 is O(aiv2log2v).

• The complexity of the calculation of the resulting execution time Zi (Eqn. 3.30) is determined
by the calculation of the random variables Uij (Eqn. 3.31–3.34), which exhibit a complexity of
O(aiv3).

• The complexity of the n-times convolution X′
i is O(aiv2).

Altogether, the overall complexity of the admission control for an optional data stream is dominated
by the calculation of Zi, resulting in a cubical dependency of the complexity from the number of
elements contained in the execution-time distributions. The measured admission times tadm shown
in Table 6.8 confirm this result.

6.2.2 Benefits of the Quality-of-Service Guarantees

The results of the experiments presented until now document that the disk scheduling can meet the
statistical guarantees with an adequate accuracy. The main motivation for such statistical guarantees
is to both provide a deterministic behavior of the storage system in case of an overload situation
and to improve the performance of the storage system compared to guarantees based on worst-case
assumptions.
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Overload Behavior

Overload situations can result from stream configurations exceeding the bandwidth that the disk is
able to handle as well as greedy best-effort loads concurrently accessing the disk. In both situations,
the disk scheduling must ensure that the guarantees given by the admission control are met. That
means, all data streams achieve at least the requested qualities.

Figure 6.5 shows the behavior of data streams in case of the utilization caused by the data streams
exceeds the abilities of the disk. As the utilization exceeds 1, the qualities of the streams start to
decrease (the remaining requests of streams that exceeded their budget in a period were added to
the DAS if possible, which results in a achieved stream quality of 1 if the disk is not fully utilized).
With the enforcement of the guarantees by L4SCSI (Fig. 6.5(a)), the loss of quality is distributed
between the streams such that each stream still achieves its requested quality, whereas without such
guarantees the loss is evenly distributed between the streams (Fig. 6.5(b)). The results show that the
reservation-based enforcement of guarantees is able to provide an isolation between streams with
respect to the stream qualities.
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(a) Stream qualities with enforced guarantees (L4SCSI).
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(b) Stream qualities without guarantees (LINUX).

Figure 6.5: Stream qualities in overload situations. Both experiments execute a setup of three streams reading
files with the same bandwidth. Throughout the experiments, the bandwidth of the streams is in-
creased to exceed the bandwidth that can be provided by the disk, creating an overload situation
(i.e., the utilization demanded by the streams exceeds 1). Figure (a) shows the resulting stream
qualities of the experiment using L4SCSI to enforce the requested qualities. Figure (b) shows the
results of the experiment running on LINUX, which provides no guarantees.

The reservation-based disk scheduling also provides the isolation of data streams and best-effort
loads. Figure 6.6 shows the results of experiments concurrently executing data streams and best-effort
loads. With the reservation-based scheduling by L4SCSI, the data streams achieve their requested
qualities, the best-effort load is only able to consume the bandwidth not used by the data streams.
Without the enforcement of the reservations, the best-effort load interferes with the data streams,
causing the data streams to miss the targeted qualities.

Benefits of Statistical Guarantees

The second motivation of statistical guarantees is to improve the performance of the storage system
compared to guarantees based on worst-case assumptions. Using the worst-case execution times
presented in Section 6.1, the admission control can accept mandatory data streams with a bandwidth
of up to 2.1 MByte/s for the IBM disk and 1.5 MByte/s for the Seagate disk (both using a request size
of 64 KByte). Figure 6.7 shows the bandwidths that can be achieved for optional data streams,
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(a) Achieved stream and TIOTEST bandwidths, L4SCSI.
The stream is read with a guaranteed quality of 0.98,
which causes the occasional glitches in the stream
bandwidth.
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(b) Achieved stream and TIOTEST bandwidths, LINUX.
During the execution of the TIOTEST benchmark the
bandwidth of the stream drops, as LINUX provides no
guarantees for the stream.
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(c) Achieved stream qualities, L4SCSI. The quality stays at
the requested value (0.98), independent of the utiliza-
tion caused by the streams.
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(d) Achieved stream qualities, LINUX. LINUX distributes
the available bandwidth to all clients. This results in a
drop of the stream qualities, especially if the streams
request a large part of the available bandwidth, as
the best-effort load is not inhibited from consuming
its part of the bandwidth.

Figure 6.6: Data streams and a concurrent best-effort load. The experiments read data streams from the disk
and concurrently execute the TIOTEST benchmark creating a best-effort load. With L4SCSI, the
experiment uses the setup shown in Figure 6.3(b), using the L4SCSI test application to read the data
streams and executing TIOTEST on L4LINUX accessing the disk through a stub driver. With LINUX,
the experiment uses the setup shown in Figure 6.3(c), executing LXSTREAM and TIOTEST on native
Linux.

depending on the number of data streams used to build up the bandwidth, the requested stream
qualities and the workloads of the streams.

The graphs show that not only the stream quality effects the achievable bandwidth, but also the
number of streams used to generate the bandwidth. This influence is caused by the enforcement of
the guarantees of the data streams, which will be discussed in detail in the next section.

With respect to the dependency on the stream quality, the graphs show that already a slight decrease
of the quality of the data streams significantly increases the bandwidth that can be utilized by the
data streams. With a stream quality of 0.999, between 85 % and 95 % of the available average-case
bandwidth can be utilized for the data streams. However, the stream bandwidth does never reach the
average-case bandwidth, a constant gap stays between the stream and average-case bandwidth. This
gap is caused by the approximation described in Section 3.2.2 to consider requests that overlap with
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(a) IBM Ultrastar 36Z15, Pattern-nf Workload.
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(b) Seagate Cheetah 36ES, Pattern-nf Workload.
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(c) IBM Ultrastar 36Z15, Pattern-hf Workload.
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(d) Seagate Cheetah 36ES, Pattern-hf Workload.

Figure 6.7: Maximum bandwidth that can be utilized by data streams depending on the stream quality. The
graphs are created determining the maximum bandwidth of the streams that is accepted by the
admission control for a given quality. The dashed lines denote the average-case bandwidths, cal-
culated based on the average execution time of the disk requests. The difference of the achievable
bandwidths for the various number of streams results from the enforcement of the quality-of-service
guarantees, which will be discussed in Section 6.2.3. The achievable bandwidths based on the
worst-case execution times are 2.1 MByte/s for the IBM disk and 1.5 MByte/s for the Seagate disk using
a period length of 1000 ms and a request size of 64 KByte.

the new period at the end of a period. Reducing the available time for the admission by the worst-
case execution time of a request causes the admission control to not fully utilize the disk bandwidth
for data streams.

This approximation is necessary to consider the time consumed by requests overlapping from the
previous period at the beginning of a new period in the calculation of the reservation time. In the
general case, it is not possible to calculate the exact amount of time that is consumed by the overlap-
ping requests. However, in the case of task sets with uniform periods, this time can be calculated. It
is defined by the tail of the resulting execution time Zn that exceeds the period length. Zn is the ran-
dom variable describing the aggregated execution time after the last optional stream (i.e., the stream
with the lowest priority) is executed. The knowledge of the exact time consumed by the overlapping
requests (described by a random variable), can then be use to calculate the reservation time without
requiring an approximation. The calculation is done iteratively, starting with zero random variable
describing the overlap time in the first iteration. Figure 6.8 includes the results of this iterative ap-
proach, showing that now the bandwidth that can be utilized for data streams eventually reaches the
average-case bandwidth.
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(a) IBM Ultrastar 36Z15, Pattern-nf Workload.
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(b) Seagate Cheetah 36ES, Pattern-nf Workload.
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(c) IBM Ultrastar 36Z15, Pattern-hf Workload.
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(d) Seagate Cheetah 36ES, Pattern-hf Workload.

Figure 6.8: Maximum bandwidth that can be utilized by data streams depending on the stream quality. In
addition to the results shown in Figure 6.7, the graphs include the results for the admission control
based on the iterative calculation of the reservation times with uniform periods.
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Figure 6.9: Maximum number of data streams with a bandwidth of 1 MByte/s that are accepted by the admission
control depending on the stream quality.

Besides the overall available bandwidth, the number of streams that can be handled is another impor-
tant property of a storage system. The results presented in Figure 6.8 show that the actual number
of streams affect the available bandwidth. Figure 6.9 shows the number of data streams with a band-
width of 1 MByte/s that can be handled by the disk depending on the requested qualities. The effect
of the number of streams on the bandwidth is considered in the calculation of the graphs by using
separate distributions for each number of streams to calculate the maximum possible quality.
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6.2.3 Costs of Enforcing the Quality-of-Service Guarantees

The results presented in Figure 6.7 and 6.8 already indicate that the enforcement of the quality-of-
service guarantees affects the bandwidth the storage system is able to provide, especially for a larger
number of data streams. The guarantees of the streams are enforced by the algorithm to create the
Dynamic Active Subset (DAS) presented in Section 3.3.1. The algorithm ensures that no streams are
added to the subset if the execution of a request of these streams would cause a stream with a higher
priority to miss its guarantee.
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Figure 6.10: Construction of the Dynamic Active Subset (DAS). The setup contains a mandatory stream, an
optional stream and a best-effort load. The two streams occupy about 60 % of the disk bandwidth,
the best-effort load consists of a queue containing 64 requests at any time. The upper graph shows
the number of requests of the streams and the best-effort added to the DAS each time it is created.
At the beginning of the periods, only the requests of the two streams are added to the DAS, the
best-effort load is only added at times it cannot endanger the guarantees of the streams. The lower
graph shows the resulting size of the DAS.

Figure 6.10 shows an example of the construction of the DAS. The requests of the best-effort load
(which has the lowest priority) are only added to the subset at times they cannot endanger the
guarantees of the streams. This results in DAS instances that only contain a small number of requests,
as indicated by the lower graph shown in Figure 6.10. To exclude some of the available requests from
the scheduling affects the ability of the scheduler to create an optimal schedule. In particular, the
scheduler might not be able to pick the requests that results in the shortest execution time. Instead,
the scheduler might be forced to pick a request that results in a long execution time, but is required
to be executed to meet a given guarantee.

Figure 6.11 shows the results of the initial experiment performed to analyze the influence of the
enforcement of the guarantees on the achievable disk bandwidth. The experiment consists of an op-
tional data stream and a greedy best-effort load simultaneously reading from the disk and measures
the achieved aggregated bandwidth. Throughout the experiment, the portion of the bandwidth allo-
cated by the stream is increased, as this increases the frequency of the situations where the scheduler
is forced to enforce the stream guarantee. The results indicate no negative effect on the achievable
bandwidth. With the linear workload, the achieved bandwidth stays constant throughout the exper-
iment. With the random workload, the bandwidth even increases for a larger stream bandwidth,
although the scheduler is forced to enforce the stream guarantees more often, indicated by the in-
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Figure 6.11: Influence of the DAS scheduling on the achievable bandwidth, IBM Ultrastar 36Z15. The setup
used in the experiments consists of an optional data stream with a requested quality of 0.98 and
a greedy best-effort load. Throughout the experiment, the portion of the bandwidth used by the
stream is increased and the resulting bandwidth of the best-effort load is measured. Additionally,
the fraction of DAS generations is measured that only consisted of the stream requests due to the
enforcement of the stream guarantee. Figure (a) shows the results of the experiment using the
linear workload, Figure (b) the results using the random workload.

creased fraction of DAS generations that only include the stream requests. The increase of the band-
width results from the larger number of requests available for the scheduling with a higher stream
bandwidth, which enables the scheduler to generate a better schedule for the random workload.

The absence of an effect with the linear workload results from the order in that the requests of the
stream and the best-effort load are executed. Figure 6.12 shows the influence of the enforcement
of the stream guarantees on the execution order of the requests with the linear workload. As the
SATF scheduler chooses the requests to execute solely based on the position of the requests, the
scheduler stays with executing of either the requests of the stream or the requests of the best-effort
load for the linear workload. The scheduler is only forced to abandon the contiguous execution twice
during a period, causing only a negligible effect on the bandwidth. First, the scheduler needs to
switch to the stream requests to start the execution of the stream, and second it switches back to the
best-effort requests once it completed the execution of the stream requests.

Stream 1

Best−Effort

Stream Periods

Figure 6.12: Execution order of the stream and best-effort requests for the linear workload. The bars consist of
single points, each representing the execution of a request.

This situation changes if the scheduler needs to enforce the guarantees of more than one stream.
Figure 6.13 shows the resulting request execution order for a setup consisting of eight streams and
a best-effort load, both with enforced guarantees (Fig. 6.13(a)) and without the enforcement of the
stream guarantees (Fig. 6.13(b)). To enforce the guarantees of the streams, the scheduler is forced
to switch more often between the streams than without the enforcement of the guarantees, causing
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(a) Execution order with enforced stream guarantees.

Stream 8

Stream 7

Stream 6

Stream 5

Stream 4

Stream 3

Stream 2

Stream 1

Best−Effort

Stream Periods

(b) Execution order without guarantees.

Figure 6.13: Request execution order of eight streams and a best-effort load. Figure (a) shows the execution
order with the enforcement of the stream guarantees, Figure (b) shows the execution order without
an enforcement of guarantees.

a larger effect on the bandwidth. On the other hand, the enforcement of the guarantees ensures that
all streams are executed, whereas without the guarantees a progress is not ensured for the streams,
in the example shown in Figure 6.13(b) no requests are executed for the first and fifth stream.

Figure 6.14 shows the achieved bandwidths depending on the number of streams. The results show
that the number of streams pose the major cause for the effect on the achievable bandwidth. The
maximum effect is caused with the linear workload, using 32 streams the achievable bandwidth drops
by 26 % for the IBM disk and 30 % for the Seagate disk compared to the bandwidth achieved using a
single stream.
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(a) IBM Ultrastar 36Z15.
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(b) Seagate Cheetah 36ES.

Figure 6.14: Maximum bandwidth that can be achieved depending on the number of streams. The graphs show
the aggregated bandwidths measured using a setup consisting of the respective number of streams
with a quality of 0.98, and a best-effort load. The stream setup is created using the maximum
bandwidth the admission control accepts, evenly distributed to the streams.

The enforcement of the quality-of-service guarantees also avoids the use of the internal scheduler
of the disk drive. Requests cannot be easily canceled once they are issued to the disk drive, which
might be necessary to prioritize another request to enforce whose guarantees. Also, the queuing
of the requests in the disk drive interferes with the accounting of the request execution times of
the requests. Figure 6.15 shows the results of experiments comparing the bandwidths that can be
achieved using the disk scheduler and the SATF scheduler used by L4SCSI. For the random workload
(Fig. 6.15(c)), the disk scheduler initially provides a higher bandwidth. However, if the queue-depth
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(a) Linear Workload.
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(c) Random Workload.
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Figure 6.15: Comparison of the SATF scheduler and the disk scheduler, IBM Ultrastar 36Z15. The graphs show
the aggregated bandwidths achieved running the benchmark with the respective request-queue
depths. With the SATF scheduler, the disk scheduler is “disabled” by issuing only one request at a
time to the disk. With the disk scheduler, the driver does not order the requests (i.e., uses a FIFO

policy). For queue depths larger than the disk is able to handle (32 for both disks), the remaining
requests are queued by the driver. Appendix A.3 contains the complete results for both disks and
all workloads.

exceeds the number of requests the disk is able to queue internally (which are 32 requests for both the
IBM disk and Seagate disk), the disk scheduler cannot benefit from the additional requests, whereas
the SATF scheduler can exploit the whole request queue. Therefore, the SATF scheduler is able to
provide a higher bandwidth for larger queue sizes.

The experiments using the linear workload (Fig. 6.15(a)) provide a different result. With a single
client, the disk scheduler and the SATF scheduler achieve similar bandwidths, as the scheduler has
no effect on the linear load. With several clients, the bandwidth achieved by the disk scheduler
significantly drops, whereas the SATF scheduler eventually achieves the same bandwidth as with
a single client. However, this comes at the cost of the starvation of some of the clients, as the
SATF scheduler ensures no fairness between its clients, whereas the disk scheduler ensures a progress
for all clients. Figure 6.15(b) includes the bandwidths achieved with a slightly modified SATF sched-
uler, which avoids the starvation of clients by forcibly scheduling requests once they have aged too
much (this version of the SATF scheduler is also called Shortest Access Time First with Urgent Forcing
(SATFUF) [42]). For the linear workload, the modified SATF scheduler achieves a similar bandwidth
than the unmodified scheduler. However, the SATFUF scheduler tends to degrade to a FIFO scheduler
if the number of aged requests grows too much, as it happens for the random workload shown in
Figure 6.15(d). More complex modifications to the SATF scheduler are necessary to both provide
fairness to concurrent clients and to optimize the bandwidth [42].
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6.3 Benefits of the Dynamic Active Subset

The design of the Dynamic Active Subset (DAS) aims to achieve two goals, first to allow the early in-
clusion of sporadic real-time requests and best-effort requests without interfering with the guarantees
of the data streams; and second to provide the request scheduler with as much requests as possible
to improve the performance achieved by the scheduler.

The first of the two goals is achieved by using the slack time of the streams to include additional
sporadic real-time requests or best-effort requests as soon as the execution of these requests does not
endanger the guarantees of the data streams. This approach provides the flexibility to implement a
variety of scheduling policies, for instance to prioritize best-effort requests over stream requests to
provide good response times for best-effort requests similar to the ∆L scheduler [11].

The second goal is achieved by adding the requests of as many streams as possible to the DAS (in-
cluding sporadic real-time and best-effort requests), also using the slack time of the streams to decide
whether the requests of streams with a lower priority can be added to the DAS. This enables the
request scheduler to pick the next request to execute from a larger set of requests compared to the
execution of the streams strictly according to their priorities, which restricts the request scheduler to
pick a request only from the stream with the highest priority.
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(a) DAS, Random Workload.
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(b) Strict Priorities, Random Workload.
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(c) DAS, Linear Workload.

 10

 20

 30

 40

 0  0.2  0.4  0.6  0.8  1

 15

 30

 45

B
an

dw
id

th
 (M

B
yt

e/
s)

A
vg

. S
iz

e 
of

 th
e 

R
eq

ue
st

 S
et

Portion of the Bandwidth Allocated to the Streams

8 Streams
16 Streams
32 Streams

(d) Strict Priorities, Linear Workload.

Figure 6.16: Achieved bandwidths with the DAS scheduling compared to the scheduling strictly using the stream
priorities, IBM Ultrastar 36Z15. The experiment executes setups consisting of various streams and
a best-effort load that consists of a queue containing 16 requests at any time. The experiment
measures the aggregated achieved bandwidth (displayed by the solid graphs) and the average size
of the request set available to the request scheduler (displayed by the dashed graphs). Throughout
the experiment, the portion of the bandwidth allocated by the streams is increased. This results in
a larger number of requests executed by the individual streams.
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Figure 6.16 shows the influence of the DAS scheduling on the achievable bandwidth compared to the
scheduling strictly following the priorities of the streams. The setups used in the experiments consist
of several data streams and a simultaneous best-effort load consisting of a request queue containing
16 requests at any time, all reading from the disk. The experiments measure the aggregated band-
width achieved by these setups varying the bandwidth allocated to the streams, as this defines the
number of requests executed for each data stream. The results of the experiment using the random
workload (Fig. 6.16(a)) confirm the initial prediction, as more requests are provided to the request
scheduler as a result of the increased stream bandwidth, the scheduler is able to achieve a higher
bandwidth.

In contrast, the bandwidth even slightly drops for the experiment executing the streams according
to their priorities (Fig. 6.16(b)). This drop is caused by a decrease of the number of requests the
scheduler can choose from (denoted by the average size of the request set), especially for a large
number of streams. In particular, if the bandwidth allocated by the streams is distributed over a large
number of streams, the individual stream only consists of a few requests. If a large portion of the
available bandwidth is used by the streams, the request scheduler mostly picks requests from this
small number of requests. For a smaller portion of the bandwidth used by the streams, the scheduler
more often picks requests from the best-effort load, which provides the scheduler with a constant
number of 16 requests in this experiments.

With the linear workload, the number of requests provided to the request scheduler has no effect
on the bandwidth achieved by the scheduler. Both the experiments using the DAS (Fig. 6.16(c))
and scheduling the requests according to their priorities (Fig. 6.16(d)) achieve the nearly the same
bandwidths, although using the DAS provides the request scheduler with a significantly larger number
of requests. This result is caused by the ineffectiveness of the request scheduler with the linear
workload.
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(a) IBM Ultrastar 36Z15.
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(b) Seagate Cheetah 36ES.

Figure 6.17: Maximum bandwidths achieved with the DAS scheduling compared to the scheduling strictly us-
ing the stream priorities. The graphs repeat the results shown in Figure 6.15 (the upper graphs
in the respective graph pairs), together with the results obtained for the experiment scheduling
the streams strictly according to their priorities (the lower graphs). Table 6.9 in detail lists the
differences in the achieved bandwidths.

The results of the experiments shown in Figure 6.16 indicate that the effectiveness of the DAS with
respect to the achieved bandwidth strongly depends on the workload. Figure 6.17 compares the
achievable bandwidths for all workloads, both with and without using the DAS. The graphs include
the results already presented in the previous section in Figure 6.14, together with the results of the
same experiment repeated, but scheduling the requests strictly based on their priorities. Table 6.9
summarizes the gain in bandwidth achieved using the DAS. With the random workload, the achieved
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IBM Ultrastar 36Z15 Seagate Cheetah 36ES
Bandwidth (KByte/s) Gain (%) Bandwidth (KByte/s) Gain (%)

Workload w/o DAS DAS w/o DAS DAS

Linear, 8 Streams 40559 41216 1.6 42365 42567 0.5
Pattern-nf, 8 Streams 33125 33879 2.3 35633 36022 1.1
Pattern-hf, 8 Streams 28908 29625 2.5 31101 31876 2.5
Random, 8 Streams 13095 15932 21.7 9085 11808 30.0

Linear, 16 Streams 37435 37677 0.6 38885 39125 0.6
Pattern-nf, 16 Streams 30681 31572 2.9 31890 32535 2.0
Pattern-hf, 16 Streams 27582 28319 2.7 28413 29476 3.7
Random, 16 Streams 11823 15408 30.3 8183 11180 36.6

Linear, 32 Streams 32388 33458 3.3 33355 33494 0.4
Pattern-nf, 32 Streams 26640 28215 5.9 26885 27312 1.6
Pattern-hf, 32 Streams 24461 25669 4.9 23521 25084 6.6
Random, 32 Streams 10799 14786 36.9 7418 10581 42.6

Table 6.9: Differences of the achieved bandwidths using the DAS scheduling compared to the scheduling strictly
using the stream priorities.

bandwidth is increased by up to 43 %, whereas the gain using the other workloads is significantly
lower.
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6.4 Integration into the Overall System Architecture

The evaluation presented so far in this chapter provided an isolated view on the properties of the
disk scheduling. The following section analyzes the effects of the integration of the storage system
into the overall DROPS architecture, in particular the costs of connecting L4SCSI to L4LINUX and the
CPU-time demand of L4SCSI.

6.4.1 Connecting L4SCSI and L4LINUX

L4LINUX provides the main environment for best-effort applications in DROPS. With L4SCSI running
as a separate resource manager, disk requests of best-effort applications need to be forwarded to
L4SCSI using a stub driver in L4LINUX. The use of a stub driver to forward requests to L4SCSI causes
an additional overhead on the execution of the disk request compared to the execution of the re-
quests directly by L4LINUX. Table 6.10 shows the results of experiments analyzing this overhead by
running the TIOTEST benchmark [3] on L4LINUX using the stub driver and comparing the achieved
performance with the results obtained running TIOTEST on L4LINUX and native LINUX both using the
internal SCSI driver to access the disks.

Bandwidth (KByte/s) CPU Utilization (%)
L4LINUX L4LINUX

Test LINUX L4LINUX + L4SCSI LINUX L4LINUX + L4SCSI

4 KByte Requests
Linear Read 45 302 45 901 45 437 28.64 35.34 36.47
Random Read 1 262 1 125 1 135 1.83 2.33 3.01
Linear Write 43 589 43 024 43 121 45.75 52.36 51.16
Random Write 2 038 2 033 2 763 6.25 6.93 10.43

64 KByte Requests
Linear Read 46 514 46 514 46 464 30.23 31.21 33.40
Random Read 13 649 12 101 12 059 8.71 8.80 9.92
Linear Write 43 733 42 995 43 071 44.32 45.24 44.35
Random Write 16 610 16 168 19 179 16.52 16.84 20.58

(a) IBM Ultrastar 36Z15.

Bandwidth (KByte/s) CPU Utilization (%)
L4LINUX L4LINUX

Test LINUX L4LINUX + L4SCSI LINUX L4LINUX + L4SCSI

4 KByte Requests
Linear Read 51 088 50 955 50 233 33.98 41.84 41.37
Random Read 850 751 765 1.29 1.62 2.07
Linear Write 45 105 44 285 44 033 47.29 53.46 51.03
Random Write 1 796 1 785 2 217 5.52 6.16 8.20

64 KByte Requests
Linear Read 51 145 51 053 50 652 33.18 35.07 37.28
Random Read 10 513 9 142 9 307 6.29 6.52 7.79
Linear Write 45 359 44 348 44 416 46.06 46.69 44.77
Random Write 13 818 13 176 14 223 13.78 13.79 15.29

(b) Seagate Cheetah 36ES.

Table 6.10: TIOTEST Results. The experiments compare the performance of L4SCSI connected to L4LINUX with
the results achieved with L4LINUX and native LINUX both using the internal disk driver. The tables
show the achieved bandwidths and the generated CPU utilization for the various tests performed
by TIOTEST. The CPU utilization is measured using the performance counters of the Pentium 3
processor.
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The results show no clear effect of using the stub driver on the achieved performance of TIOTEST.
For most of the performed tests, L4LINUX using L4SCSI achieves a similar bandwidth compared to
L4LINUX using the internal disk driver to access the disks. The overhead induced by the additional
communication between L4LINUX and L4SCSI causes only a slight increase of the CPU utilization.
With the random-write test, L4LINUX achieves even a higher bandwidth using L4SCSI than with the
internal driver, although causing a more noticeable increase of the CPU utilization. This result might
be caused by the different queueing behavior in L4LINUX using L4SCSI, as the stub driver immediately
removes requests from the request queue in L4LINUX and forwards them to L4SCSI.

6.4.2 CPU-Time Demand of L4SCSI

L4SCSI requires sufficient CPU time to successfully enforce the quality-of-service guarantees given for
the execution of the data streams. In particular, the driver must be able to timely issue requests to
the disk to avoid the disk to stall, which could result in the violation of a guarantee as the admission
control assumes the driver to fully utilize the disks. With L4SCSI, two threads are involved in the
scheduling of the disk requests, a thread handling the interrupts of the SCSI host adapter and the
thread performing the actual request scheduling. Both threads demand guarantees on the available
CPU time, which must be included in the scheduling analysis of the CPU scheduler.
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(a) Interrupt Thread, Linear Workload.
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(b) Interrupt Thread, Random Workload.
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(c) Request-Handling Thread, Linear Workload.
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(d) Request-Handling Thread, Random Workload.

Figure 6.18: Activations of the Interrupt and Request-Handling threads using the stream setups described in
Appendix A.1. The graphs show a trace of 200 ms of the execution of the threads. Each line
represents a single activation of a thread. The position of the line on the x-axes denotes the time
of the activation, the height of the line the CPU time consumed during this activation.
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(a) IBM Ultrastar 36Z15, Interrupt Threads.
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(b) Seagate Cheetah 36ES, Interrupt Threads.
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(c) IBM Ultrastar 36Z15, Request-Handling Threads.
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(d) Seagate Cheetah 36ES, Request-Handling Threads.

Interrupt Thread Request-Handling Thread
Workload min max avg dev min max avg dev

Linear 10.94 14.94 12.50 0.34 8.16 265.12 33.05 22.94
Pattern-nf 10.94 14.72 12.45 0.44 7.81 252.26 35.26 23.44
Pattern-hf 10.56 15.10 12.34 0.44 7.78 253.38 35.40 23.68
Random 11.04 14.56 12.37 0.36 6.85 221.63 32.85 15.61

(e) Execution times (in µs), IBM Ultrastar 36Z15.

Interrupt Thread Request-Handling Thread
Workload min max avg dev min max avg dev

Linear 10.94 14.94 12.26 0.49 7.90 197.12 31.23 20.35
Pattern-nf 9.60 14.78 12.22 0.47 7.71 172.96 31.45 17.91
Pattern-hf 11.07 14.91 12.38 0.32 7.39 186.69 31.76 20.05
Random 10.66 14.59 12.31 0.32 6.21 187.55 28.44 14.53

(f) Execution times (in µs), Seagate Cheetah 36ES.

Figure 6.19: CPU-time demand of the Interrupt and Request-Handling threads. The graphs show the distri-
butions of the execution times of the threads for a single activation, executing the stream setups
described in Appendix A.1.

To allow the CPU scheduler to incorporate the demands of the two threads into the scheduling anal-
ysis, the exact specification of the CPU demand must be known. Figure 6.18 shows traces of the
execution of both threads, illustrating both the release times of the threads and the respective execu-
tion times. The release times of the threads provide an aperiodic behavior, following the execution
times of the disk requests. The execution time of the interrupt thread is nearly constant. The exe-
cution time of the request-handling thread shows a larger variation, which is caused by the varying
number of requests the request scheduler handles, the actual number is particularly influenced by the
creation of the DAS. Figure 6.19 summarizes the characteristics of the execution times required by
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(a) IBM Ultrastar 36Z15, Interrupt Threads.
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(b) Seagate Cheetah 36ES, Interrupt Threads.
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(c) IBM Ultrastar 36Z15, Request-Handling Threads.
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(d) Seagate Cheetah 36ES, Request-Handling Threads.

Interrupt Thread Request-Handling Thread
Workload min max avg dev min max avg dev

Linear 7.08 9.66 7.95 0.42 16.27 30.05 22.48 2.29
Pattern-nf 6.68 10.62 7.95 0.72 14.14 34.62 22.73 3.83
Pattern-hf 5.48 9.71 6.99 0.67 13.20 30.08 19.45 3.02
Random 2.85 3.09 2.96 0.04 6.47 9.88 7.85 0.66

(e) CPU usage (in ms), IBM Ultrastar 36Z15.

Interrupt Thread Request-Handling Thread
Workload min max avg dev min max avg dev

Linear 6.90 11.82 8.51 1.00 12.22 34.23 22.26 3.63
Pattern-nf 5.77 9.97 7.24 0.70 12.70 29.04 18.43 2.80
Pattern-hf 4.63 7.64 5.84 0.42 10.41 20.95 14.17 1.79
Random 2.08 2.39 2.22 0.05 4.20 6.46 5.10 0.49

(f) CPU usage (in ms), Seagate Cheetah 36ES.

Figure 6.20: CPU usage of the Interrupt and Request-Handling threads within a replenish interval (1000 ms).
The graphs show the distributions of the CPU usage executing the stream setups described in
Appendix A.1. The differences in the execution times for the various workloads mainly result from
the different numbers of requests executed for the workloads during the replenish interval. The
least requests are executed for the random workload as a result of the long request-execution times
for the random workload. The most requests are executed for the linear workload, resulting in the
highest CPU demand.

L4SCSI. With the implementation of L4SCSI used throughout the evaluation, the threads are provided
with sufficient CPU time implementing a model similar to Deferred Servers [50], using the real-time
extensions of the FIASCO kernel to provide the threads with a time budget that is periodically replen-
ished. Figure 6.20 shows the time required by the threads using a replenish interval of 1000 ms. The
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actual budget of the threads is derived using the maximum time required by the threads, resulting in
a CPU utilization caused by the threads of about 5 %.

In addition to the execution time required by the threads, the scheduling analysis also needs to
account the deadlines that must be met by the threads. With the request scheduling required to avoid
the stalling of the disk, the threads are required to immediately respond to an interrupt indicating the
completion of a request. This sets the deadline for the execution of the threads to the actual execution
time of the thread, posing a tough constraint on the CPU scheduling. This requirement can be relaxed
by overlapping the execution of a request with performing the scheduling of the subsequent request,
deploying the ability of disks to queue requests.1 This sets the deadline to the latest time the request
needs to be issued to the disk, which is defined by the shortest execution time of a disk request.

1With queueing just one request, L4SCSI maintains the control over the execution order of the requests and the accounting,
as the disk is still not able to reorder the requests.
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6.5 File System Supporting Quality-of-Service Guarantees

This section evaluates the main two properties of the file-system design presented in Chapter 4, which
are first the support of the block allocation using various block sizes and second the streaming client
interface.

6.5.1 File Allocation Using Various Block Sizes

Being able to allocate files using various block sizes achieves two goals. On the one hand, it en-
sures that data streams can be processed using a sufficiently large request size to provide adequate
bandwidths. On the other hand, it avoids the wasting of disk space storing small files.

The influence of the request size on the achievable bandwidth is a result of the processing of a disk
requests including both operations actually reading or writing data and operations not processing any
data. With a small request size, most of the execution time of a disk request is caused by operations
not transferring data, in particular the positioning of the disk head. Increasing the request size results
in a larger portion of the request-execution time being used to transfer data, as the positioning time
is not effected by the request size. Figure 6.21 illustrates this influence on the achievable bandwidth.
With the random workload, increasing the block size from 4 KByte to 128 KByte results in an increase
of the achieved bandwidth by more than 12 times for the IBM disk and by more than 17 times for the
Seagate disk. With the linear workload, the effect is significantly lower as this workload eliminates
the overhead caused by the positioning time.
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(b) Seagate Cheetah 36ES.

Figure 6.21: Influence of the file block size. The graphs show the maximum bandwidth achieved contiguously
reading files from the disks depending on the block size used to store the files.

6.5.2 Memory Requirements of the Streaming Interface

The streaming client interface and the resulting request execution model presented in Section 4.3
requires sufficient memory to be available to hold the data of the streams. The required amount of
memory is influenced by two parameters, the memory requirement imposed by the periodic request
scheduling and the consumption of the data by the client.

The periodic execution model of the disk requests requires the requests executed within a period to be
available at the beginning of the period, requiring the memory necessary to hold the data processed
by the streams also to be available at the beginning of the period. In the best case, the client is able
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to process the data within the time defined by a disk period, allowing the file system to implement a
double-buffering scheme. This results in the minimum memory demand to be defined by the amount
of memory required to hold the data processed within two disk periods. The required amount of
memory can increase if the file-system clients demand the stream data to be available over a longer
period of time, for instance to decode frames of a video with inter-frame dependencies.

With the data streams handled by the file system using constant bandwidths, the required memory
also depends on the buffer required to compensate the varying bandwidth requirements of streams
with variable bit rates (VBR), commonly used with encoded video and audio streams. The buffering
must ensure that the client of the file system does never stall if it access a file, meaning that the buffer
always contains enough data if the client reads a file and that enough free space is available in the
buffer if the client writes a file.

The required buffer size can be calculated using data fill and removal functions describing the amount
of data that are added to the buffer and removed from the buffer [88]. Figure 6.22 shows a small
section of these functions, obtained for the delivery of an MPEG-2 video. The fill function F(t) shows
the amount of data added to the buffer at time t, the removal function R(t) the amount of data
removed from the buffer at time t.
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Figure 6.22: Buffer fill and removal functions reading a VBR video. The fill function F(t) shows the periodic
adding of a constant amount of data to the buffer. The removal function R(t) also removes the
data periodically from the buffer, but the amount of data depends of the encoding of the frames
(the shown function is based on the frame-by-frame removal of the data from the buffer).

To prevent the client from stalling, the removal function must always stay below the fill function,
meaning that at no time more data is removed from the buffer than filled into the buffer. To achieve
this goal, the fill function might be required to be started ahead of the removal function, resulting in
a sufficient amount of data to be contained in the buffer at the time the removal of the data starts.
More formally, the minimum lead time Vmin is defined by

Vmin = min(V|F(t + V)− R(t) > 0), t ≥ 0, (6.5)

and the function B(t) describing the amount of data contained in the buffer is defined by

B(t) = F(t + Vmin)− R(t). (6.6)

With this definition of the buffer fill function, the buffer size S and with it the amount of memory
that must be allocated by the streaming interface is defined by the maximum value reached by the
fill function:

S = max(B(t)), t ≥ −Vmin. (6.7)
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Apparently, the fill function should deliver the data at least at the average rate of the removal func-
tion.2 However, this still can result in a large buffer requirement, as the buffer must hold enough data
to compensate occasional large bandwidth requirements of the removal function. The upper graph
in Figure 6.23(a) shows the buffer fill function obtained for the delivery of a MPEG-2 video using the
average rate of the video to fill the buffer.
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Figure 6.23: Buffer requirements of VBR videos. Figure (a) shows the buffer function B(t) for the delivery of
an MPEG-2 video using two different bandwidths to read the file from the disk. Figure (b) shows
the buffer requirements of several videos depending on the streams bandwidth. All videos are
DVD-quality MPEG-2 videos, representing different video characteristics including black-and-white
movies and cartoons.

To alleviate the buffer requirements, the file system can add the data to the buffer at a higher rate,
reducing the amount of memory required to cope with the occasional high bandwidth requirements.
The lower graph in Figure 6.23(a) shows the fill function obtained adding the data with the rate
increased by about 20 %, resulting in a significantly lower buffer size.

However, to effectively benefit from this approach, the file system must avoid that the increased
fill rate causes the buffer size to grow beyond the size required to compensate the removal rate.
Therefore, the fill function F′(t) used to finally calculate the buffer fill function is defined by

F′(tn) =

{
F′(tn−1) + b if B(tn) < S

F′(tn−1) otherwise,
(6.8)

which means that the file system only adds data to the buffer at time tn (with b denoting the amount
of data added to the buffer) as long as it does not exceed the buffer size S. The minimum buffer size
Smin is calculated iteratively, finding the smallest buffer size required to ensure that the buffer always
contains data:

Smin = min(S|F′(t + Vmin)− R(t) > 0) t ≥ −Vmin. (6.9)

Being able to deliver the data at different rates allows a tradeoff between the stream bandwidth and
the memory requirement. Figure 6.23(b) shows the memory requirement of a couple of MPEG-2

2Of course the fill function can add the data at a lower rate, but this would result in a large lead time and buffer requirement
to ensure enough data is stored in the buffer to compensate the lower rate.
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videos depending on the bandwidth used to read the file from the disk. The results show that a
moderate increase of the stream bandwidth can significantly decrease the memory required to buffer
the stream.

6.6 Summary

This section presented an evaluation of the properties of the disk scheduling and file system support-
ing statistical quality-of-service guarantees. In particular, the accuracy, the benefits and the costs of
disk scheduling were analyzed using various workloads and application scenarios.

In summary, the main results obtained throughout the evaluation are:

• The disk request scheduling is able to meet the predictions of the admission model with an error
of 5 % for the predictions based on the request-execution-time distributions exactly representing
the workload.

• The reservation-based disk scheduling provides an isolation both between individual real-time
streams and between real-time streams and simultaneous best-effort loads.

• The use of statistical quality-of-service guarantees significantly increases the portion of the avail-
able bandwidth that can be utilize by the admission control to provide guarantees for data
streams.

• The costs of enforcing the guarantees of streams mainly depends on the number of streams
handled by the system. This influence can cause the available bandwidth to drop by up to 30 %
with 32 streams using a linear workload.

• The use of the Dynamic Active Subset (DAS) can increase the available bandwidth by up to
43 % for random workload compared to the execution of the streams strictly according to their
priorities. However, the effectiveness largely depends on the workloads of the streams.

• The integration of the storage system into the overall DROPS architecture causes only a negligi-
ble overhead.

• The memory required to compensate the varying requirements of VBR streams can be signifi-
cantly reduced by processing the streams with a moderately higher bandwidth than the average
bandwidth of the streams.

The presented results were obtained using two different disks. The results of additional experiments
using a series of other disks provide the confidence that the results represent the typical behavior of
current disk drives.
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Chapter 7

Conclusions and Future Work

This chapter concludes this thesis by summarizing the contributions of the thesis and providing sug-
gestions for future work.

7.1 Contributions

This thesis addressed the challenges raised by providing quality-of-service guarantees in disk-storage
systems. The three main contributions of this thesis are:

1. the Quality-Assuring Disk Scheduling,

2. the disk-request scheduling using the Dynamic Active Subset, and

3. the design of a file system that complies with the requirements posed by the enforcement of
quality-of-service guarantees as well as that supports the requirements of various file types.

The developed solutions combine the needs of modern disk-storage systems, in particular the ability
to efficiently support a variety of different quality-of-service types.

Quality-Assuring Disk Scheduling (Section 3.2)

The Quality-Assuring Disk Scheduling applies the general concepts of the Quality-Assuring
Scheduling to the management of disk resources. It provides an admission model that is able
to ensure both hard real-time guarantees based on worst-case execution times of disk requests
and statistical real-time guarantees based on an admission test using random variables to de-
scribe the execution times of disk requests. The admission criterion of the Quality-Assuring Disk
Scheduling comprises two main properties:

1. It calculates the required resource demands of data streams such that each stream achieves
its quality-of-service guarantees (i.e., a minimum percentage of successfully executed disk
requests). This resource demand, called reservation time, provides the disk-request sched-
uler with sufficient information to enforce the guarantees, in particular with the presence
of unpredictable workloads such as sporadic real-time requests or requests of best-effort
applications.
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2. The admission criterion aims to exactly model the real scheduling, using random variables
to describe the execution time of an individual disk request as well as to describe the over-
all workload of the system. With this approach, the admission model is able to respect
situations where the execution of requests does not fully consume the assigned resources.
In particular, the admission model can utilize the time not consumed by the execution of
requests admitted using worst-case assumptions (i.e., requests with hard real-time guar-
antees) to admit requests with statistical guarantees.

With these two properties, the Quality-Assuring Disk Scheduling is able to fulfill the individual
quality requirements of the clients of the storage system as well as to fully utilize the abilities
of the disk drive.

The Dynamic Active Subset (Section 3.3)

The use of the Dynamic Active Subset (DAS) allows the disk-request scheduler to clearly sepa-
rate the enforcement of real-time guarantees (i.e., the reservation times calculated by the ad-
mission control) from the task to optimize the order of the execution of the disk requests. With
the DAS, each time the request scheduler needs to choose a request a subset of the outstand-
ing requests is created such that no real-time guarantee can get violated. The actual request
scheduling policy is constrained to pick a request from this subset, releasing the policy from the
task to consider the enforcement of the real-time guarantees.

The creation of the DAS utilizes the slack time of streams to include as many requests as possible
to the subset, which provides a flexible approach to include the execution of both sporadic real-
time requests and best-effort requests with the execution of stream requests.

File Systems with Quality-of-Service Guarantees (Chapter 4)

The presented file-system design addresses the requirements posed by the enforcement of
quality-of-service guarantees with the disk scheduling. The design comprises of two main el-
ements. First, a flexible block allocation policy is used to provide various block sizes by parti-
tioning the disk into several allocation groups, each providing a fixed block size. This ensures
that on the one hand data streams can be processed with an appropriate block size that con-
forms with the data-stream model, and that on the other hand the fragmentation of the file
system is kept low. Second, the file system provides a streaming client interface that matches
the data-stream model used with the disk-scheduling.

To evaluate the proposed designs, they were implemented with the DROPS Disk Storage System. The
evaluation of this implementation presented in Chapter 6 provides sufficient evidence of the feasibility
of the designs, including a discussion of both the benefits and the costs of the proposed solutions.

7.2 Future Work

This thesis opens up various opportunities for future work.

First, the presented designs focus on a single disk. To apply the ideas to multiple disks (e.g., to
increase the bandwidth and storage capacity of the system), one could apply the concept of coarse-
grained striping [98]. With coarse-grained striping, the files are distributed to the disks using large
block sizes. This should allow to derive the bandwidth requirements for each individual disks based
of the distribution policy, and to apply the admission model and request scheduling presented in this
thesis separately to each disk. The file system would need to combine the streams of the individual
disks to provide applications with an aggregated stream.
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Second, the quality guarantees provided by the admission control are based on the percentage of
successfully executed disk requests. However, the final quality provided by an application to its users
requires the mapping of this stream quality to the quality notion used by the application, for instance
the rate of lost frames for a video player. The influence of the stream quality on the application
quality depends on the high-level structure of the stream, for instance how many frames are stored
within the disk blocks processed by a single disk request. To describe this dependency, one could use
random variables similar to [89].

Finally, the presented support for sporadic real-time requests is limited to an acceptance test that
utilizes the disk bandwidth not consumed by data streams. To provide a more comprehensive support,
including bandwidth guarantees for sporadic real-time requests, one could further investigate the
application of well-known approaches to support sporadic and aperiodic task in real-time systems,
such as deferred servers [50] or constant-bandwidth servers [4].
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Appendix A

Measurement Results

A.1 Achieved Stream Qualities with a Complex Setup

This section contains the results of experiments measuring the achieved stream qualities using com-
plex stream setups with the different workloads. The setups consist of mandatory streams and op-
tional streams read with a bandwidth of 1 MByte/s and 2 MByte/s using a period length of 1000 ms and
a request size of 64 KByte, and streams read with a bandwidth of 512 KByte/s and 384 KByte/s using a
period length of 4000 ms and a request size of 16 KByte. The setups are created by adding optional
streams with various qualities to the setup as long as those streams are accepted by the admission
control.

A.1.1 IBM Ultrastar 36Z15
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(a) 16 KByte Request Size.
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(b) 64 KByte Request Size.

Request Linear Pattern-nf Pattern-hf Random
Size mean dev max mean dev max mean dev max mean dev max

16 KByte 0.91 1.31 8.80 0.94 1.36 10.80 1.18 1.54 10.80 4.03 1.03 11.20
64 KByte 1.71 0.97 11.30 1.88 1.09 12.40 2.08 1.21 11.50 4.24 0.73 11.60

(c) Distribution Parameters Mean Value, Standard Deviation, and Maximum Value (in ms).

Figure A.1: Execution-Time Distributions, IBM Ultrastar 36Z15.
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Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

0 1000 24 64 1.00 726.02 1.00 0.0 1536.0

1 1000 32 64 0.98 56.40 1.00 2.0 2047.2
2 1000 32 64 0.98 56.40 1.00 2.0 2046.9
3 1000 32 64 0.98 56.40 1.00 2.0 2039.0
4 1000 16 64 0.98 29.20 0.98 0.0 1000.8
5 1000 16 64 0.98 29.20 0.98 0.0 999.9
6 1000 16 64 0.98 29.20 0.99 1.0 1010.1

7 1000 32 64 0.95 52.40 0.97 2.1 1990.6
8 1000 32 64 0.95 52.40 1.00 5.3 2044.8
9 1000 32 64 0.95 52.40 1.00 5.3 2038.6

10 1000 16 64 0.95 26.60 0.97 2.1 996.9
11 1000 16 64 0.95 26.60 0.92 -3.2 938.2
12 1000 16 64 0.95 26.60 0.98 3.2 998.6

13 1000 32 64 0.90 48.60 0.98 8.9 2001.5
14 1000 32 64 0.90 48.60 0.95 5.6 1951.8
15 1000 32 64 0.90 48.60 0.93 3.3 1898.0
16 1000 16 64 0.90 24.10 0.91 1.1 936.1
17 1000 16 64 0.90 24.10 0.87 -3.3 888.8
18 1000 16 64 0.90 24.10 0.85 -5.6 865.7

19 1000 32 64 0.80 42.60 0.78 -2.5 1592.5
20 1000 32 64 0.80 42.60 0.86 7.5 1761.3
21 1000 16 64 0.80 20.80 0.73 -8.8 744.3
22 1000 16 64 0.80 20.80 0.73 -8.8 747.7

23 4000 34 16 1.00 1028.53 1.00 0.0 136.0

24 4000 16 16 0.98 20.20 1.00 2.0 64.0
25 4000 16 16 0.98 20.20 1.00 2.0 63.8
26 4000 16 16 0.98 20.20 1.00 2.0 63.8
27 4000 12 16 0.98 16.20 0.99 1.0 47.3
28 4000 12 16 0.98 16.20 0.98 0.0 46.9
29 4000 12 16 0.98 16.20 0.98 0.0 47.2

30 4000 16 16 0.95 17.20 1.00 5.3 63.7
31 4000 16 16 0.95 17.20 0.99 4.2 63.3
32 4000 16 16 0.95 17.20 0.98 3.2 63.0
33 4000 12 16 0.95 13.50 0.96 1.1 46.3
34 4000 12 16 0.95 13.50 0.99 4.2 47.4
35 4000 12 16 0.95 13.50 0.97 2.1 46.6

36 4000 16 16 0.90 14.60 0.92 2.2 59.0
37 4000 16 16 0.90 14.60 0.95 5.6 60.9
38 4000 16 16 0.90 14.60 0.98 8.9 62.5
39 4000 12 16 0.90 11.40 0.83 -7.8 40.0
40 4000 12 16 0.90 11.40 0.89 -1.1 42.9
41 4000 12 16 0.90 11.40 0.92 2.2 44.0

42 4000 16 16 0.80 11.50 0.93 16.2 59.7
43 4000 16 16 0.80 11.50 0.88 10.0 56.2
44 4000 12 16 0.80 8.70 0.76 -5.0 36.6
45 4000 12 16 0.80 8.70 0.73 -8.8 35.0

Average Deviation ∆qdev 3.9

Mean Value qdev 1.5
Standard Deviation σ 4.9

Best-Effort Requests (64 KByte Request Size) 745.2
Best-Effort Requests (16 KByte Request Size) 224.6

Total Bandwidth 35341.5
Achieved Disk Utilization of Real-Time Streams 0.97

Table A.1: IBM Ultrastar 36Z15, Linear Workload.
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A.1. Achieved Stream Qualities with a Complex Setup

Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

0 1000 24 64 1.00 726.02 1.00 0.0 1536.0

1 1000 32 64 0.98 62.20 0.96 -2.0 1968.0
2 1000 32 64 0.98 62.20 0.99 1.0 2031.8
3 1000 32 64 0.98 62.20 0.98 0.0 2010.5
4 1000 16 64 0.98 32.20 0.99 1.0 1011.2
5 1000 16 64 0.98 32.20 0.94 -4.1 961.9
6 1000 16 64 0.98 32.20 0.99 1.0 1011.6

7 1000 32 64 0.95 57.80 0.96 1.1 1963.7
8 1000 32 64 0.95 57.80 0.96 1.1 1961.8
9 1000 32 64 0.95 57.80 0.99 4.2 2025.0

10 1000 16 64 0.95 29.40 0.97 2.1 991.1
11 1000 16 64 0.95 29.40 0.95 0.0 974.1
12 1000 16 64 0.95 29.40 0.96 1.1 982.4

13 1000 32 64 0.90 53.40 0.93 3.3 1903.8
14 1000 32 64 0.90 53.40 0.94 4.4 1920.6
15 1000 16 64 0.90 26.60 0.89 -1.1 913.1
16 1000 16 64 0.90 26.60 0.91 1.1 935.5

17 1000 32 64 0.80 47.00 0.79 -1.3 1627.1
18 1000 32 64 0.80 47.00 0.81 1.3 1660.4
19 1000 16 64 0.80 22.90 0.76 -5.0 781.4

20 4000 34 16 1.00 1028.53 1.00 0.0 136.0

21 4000 16 16 0.98 21.10 1.00 2.0 64.0
22 4000 16 16 0.98 21.10 1.00 2.0 63.7
23 4000 16 16 0.98 21.10 1.00 2.0 64.0
24 4000 12 16 0.98 16.80 0.99 1.0 47.5
25 4000 12 16 0.98 16.80 1.00 2.0 47.9
26 4000 12 16 0.98 16.80 0.97 -1.0 46.7

27 4000 16 16 0.95 18.00 0.96 1.1 61.6
28 4000 16 16 0.95 18.00 0.98 3.2 62.8
29 4000 16 16 0.95 18.00 0.99 4.2 63.2
30 4000 12 16 0.95 14.00 0.95 0.0 45.4
31 4000 12 16 0.95 14.00 0.91 -4.2 43.8
32 4000 12 16 0.95 14.00 0.97 2.1 46.5

33 4000 16 16 0.90 15.10 0.98 8.9 62.6
34 4000 16 16 0.90 15.10 0.98 8.9 62.9
35 4000 12 16 0.90 11.80 0.93 3.3 44.6
36 4000 12 16 0.90 11.80 0.88 -2.2 42.1

37 4000 16 16 0.80 11.90 0.84 5.0 53.9
38 4000 16 16 0.80 11.90 0.81 1.3 52.1
39 4000 12 16 0.80 9.00 0.70 -12.5 33.4

Average Deviation ∆qdev 2.6

Mean Value qdev 0.9
Standard Deviation σ 3.6

Best-Effort Requests (64 KByte Request Size) 1183.2
Best-Effort Requests (16 KByte Request Size) 785.7

Total Bandwidth 32284.6
Achieved Disk Utilization of Real-Time Streams 0.94

Table A.2: IBM Ultrastar 36Z15, Pattern-nf Workload.
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Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

0 1000 24 64 1.00 726.02 1.00 0.0 1536.0

1 1000 32 64 0.98 68.80 0.95 -3.1 1950.9
2 1000 32 64 0.98 68.80 0.98 0.0 2009.8
3 1000 32 64 0.98 68.80 0.90 -8.2 1845.8
4 1000 16 64 0.98 35.50 1.00 2.0 1020.8
5 1000 16 64 0.98 35.50 0.99 1.0 1014.8
6 1000 16 64 0.98 35.50 0.97 -1.0 990.7

7 1000 32 64 0.95 64.00 0.85 -10.5 1734.8
8 1000 32 64 0.95 64.00 1.00 5.3 2040.5
9 1000 16 64 0.95 32.40 0.98 3.2 1000.1

10 1000 16 64 0.95 32.40 0.94 -1.1 961.1

11 1000 32 64 0.90 59.10 0.80 -11.1 1646.9
12 1000 32 64 0.90 59.10 0.99 10.0 2021.5
13 1000 16 64 0.90 29.40 0.86 -4.4 882.1
14 1000 16 64 0.90 29.40 0.85 -5.6 874.9

15 1000 32 64 0.80 52.00 0.72 -10.0 1470.9
16 1000 32 64 0.80 52.00 0.91 13.7 1870.9
17 1000 16 64 0.80 25.40 0.84 5.0 861.0
18 1000 16 64 0.80 25.40 0.79 -1.3 812.0

19 4000 34 16 1.00 1028.53 1.00 0.0 136.0

20 4000 16 16 0.98 25.40 1.00 2.0 63.7
21 4000 16 16 0.98 25.40 0.99 1.0 63.4
22 4000 16 16 0.98 25.40 1.00 2.0 64.0
23 4000 12 16 0.98 20.00 0.98 0.0 47.2
24 4000 12 16 0.98 20.00 1.00 2.0 48.0
25 4000 12 16 0.98 20.00 0.99 1.0 47.5

26 4000 16 16 0.95 21.70 0.99 4.2 63.3
27 4000 16 16 0.95 21.70 1.00 5.3 63.7
28 4000 12 16 0.95 17.00 0.98 3.2 46.9
29 4000 12 16 0.95 17.00 0.97 2.1 46.6

30 4000 16 16 0.90 18.60 0.86 -4.4 55.0
31 4000 16 16 0.90 18.60 1.00 11.1 63.7
32 4000 12 16 0.90 14.40 0.94 4.4 45.1
33 4000 12 16 0.90 14.40 0.82 -8.9 39.5

34 4000 16 16 0.80 14.90 0.92 15.0 58.8
35 4000 16 16 0.80 14.90 0.87 8.7 55.7
36 4000 12 16 0.80 11.20 0.93 16.2 44.9
37 4000 12 16 0.80 11.20 0.81 1.3 38.7

Average Deviation ∆qdev 5.0

Mean Value qdev 1.3
Standard Deviation σ 6.6

Best-Effort Requests (64 KByte Request Size) 1168.4
Best-Effort Requests (16 KByte Request Size) 616.7

Total Bandwidth 29422.5
Achieved Disk Utilization of Real-Time Streams 0.94

Table A.3: IBM Ultrastar 36Z15, Pattern-hf Workload.
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A.1. Achieved Stream Qualities with a Complex Setup

Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

0 1000 24 64 1.00 726.02 1.00 0.0 1536.0

1 1000 32 64 0.98 131.70 0.99 1.0 2028.8
2 1000 16 64 0.98 65.20 0.99 1.0 1013.5

3 1000 32 64 0.95 127.00 0.97 2.1 1980.2
4 1000 16 64 0.95 62.60 0.96 1.1 987.7

5 1000 32 64 0.90 120.10 0.90 0.0 1853.0
6 1000 16 64 0.90 59.00 0.89 -1.1 907.1

7 1000 32 64 0.80 106.50 0.78 -2.5 1591.5

8 4000 34 16 1.00 1028.53 1.00 0.0 136.0

9 4000 16 16 0.98 63.00 0.94 -4.1 60.3
10 4000 12 16 0.98 47.10 0.98 0.0 47.1

11 4000 16 16 0.95 59.80 0.99 4.2 63.1
12 4000 12 16 0.95 44.60 0.95 0.0 45.8

13 4000 16 16 0.90 56.10 0.87 -3.3 55.5
14 4000 12 16 0.90 41.60 0.90 0.0 43.3

15 4000 16 16 0.80 49.60 0.86 7.5 54.9

Average Deviation ∆qdev 1.7

Mean Value qdev 0.4
Standard Deviation σ 2.7

Best-Effort Requests (64 KByte Request Size) 645.3
Best-Effort Requests (16 KByte Request Size) 148.0

Total Bandwidth 13197.2
Achieved Disk Utilization of Real-Time Streams 0.94

Table A.4: IBM Ultrastar 36Z15, Random Workload.
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Appendix A. Measurement Results

A.1.2 Seagate Cheetah 36ES
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(a) 16 KByte Request Size.
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(b) 64 KByte Request Size.

Request Linear Pattern-nf Pattern-hf Random
Size mean dev max mean dev max mean dev max mean dev max

16 KByte 1.04 1.93 12.80 1.04 1.87 15.30 1.41 2.32 18.50 5.40 1.55 14.00
64 KByte 1.75 1.45 36.90 1.92 1.53 36.80 2.24 1.77 36.90 5.93 1.31 36.00

(c) Distribution Parameters Mean Value, Standard Deviation, and Maximum Value (in ms).

Figure A.2: Execution-Time Distributions, Seagate Cheetah 36ES.
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A.1. Achieved Stream Qualities with a Complex Setup

Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

0 1000 16 64 1.00 652.18 1.00 0.0 1024.0

1 1000 32 64 0.98 61.30 1.00 2.0 2046.9
2 1000 32 64 0.98 61.30 1.00 2.0 2046.7
3 1000 32 64 0.98 61.30 1.00 2.0 2044.4
4 1000 16 64 0.98 32.70 0.99 1.0 1013.8
5 1000 16 64 0.98 32.70 0.97 -1.0 998.0
6 1000 16 64 0.98 32.70 0.98 0.0 1008.4

7 1000 32 64 0.95 55.70 0.98 3.2 2014.7
8 1000 32 64 0.95 55.70 0.99 4.2 2029.9
9 1000 32 64 0.95 55.70 1.00 5.3 2044.8

10 1000 16 64 0.95 28.80 0.98 3.2 1004.2
11 1000 16 64 0.95 28.80 0.95 0.0 969.4
12 1000 16 64 0.95 28.80 0.96 1.1 985.2

13 1000 32 64 0.90 50.60 0.98 8.9 2001.1
14 1000 32 64 0.90 50.60 0.96 6.7 1969.1
15 1000 32 64 0.90 50.60 0.95 5.6 1949.4
16 1000 16 64 0.90 25.40 0.91 1.1 932.3
17 1000 16 64 0.90 25.40 0.90 0.0 925.2

18 1000 32 64 0.80 43.70 0.82 2.5 1676.6
19 1000 32 64 0.80 43.70 0.78 -2.5 1593.0
20 1000 16 64 0.80 21.40 0.78 -2.5 800.2
21 1000 16 64 0.80 21.40 0.73 -8.8 752.2

22 4000 16 16 1.00 652.18 1.00 0.0 64.0

23 4000 16 16 0.98 26.10 1.00 2.0 64.0
24 4000 16 16 0.98 26.10 1.00 2.0 64.0
25 4000 16 16 0.98 26.10 1.00 2.0 64.0
26 4000 12 16 0.98 21.10 0.99 1.0 47.7
27 4000 12 16 0.98 21.10 1.00 2.0 47.9
28 4000 12 16 0.98 21.10 0.99 1.0 47.7

29 4000 16 16 0.95 21.80 1.00 5.3 64.0
30 4000 16 16 0.95 21.80 0.98 3.2 63.0
31 4000 16 16 0.95 21.80 0.99 4.2 63.6
32 4000 12 16 0.95 17.20 0.92 -3.2 44.4
33 4000 12 16 0.95 17.20 0.95 0.0 45.7

34 4000 16 16 0.90 17.90 0.97 7.8 62.2
35 4000 16 16 0.90 17.90 0.96 6.7 61.5
36 4000 12 16 0.90 14.00 0.94 4.4 45.3
37 4000 12 16 0.90 14.00 0.93 3.3 44.4

38 4000 16 16 0.80 13.60 0.85 6.2 54.3
39 4000 16 16 0.80 13.60 0.89 11.2 56.9
40 4000 12 16 0.80 10.20 0.69 -13.8 33.2
41 4000 12 16 0.80 10.20 0.75 -6.3 36.1

Average Deviation ∆qdev 3.6

Mean Value qdev 1.7
Standard Deviation σ 4.4

Best-Effort Requests (64 KByte Request Size) 1409.9
Best-Effort Requests (16 KByte Request Size) 111.3

Total Bandwidth 34424.5
Achieved Disk Utilization of Real-Time Streams 0.96

Table A.5: Seagate Cheetah 36ES, Linear Workload.
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Appendix A. Measurement Results

Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

0 1000 16 64 1.00 652.18 1.00 0.0 1024.0

1 1000 32 64 0.98 66.80 0.96 -2.0 1967.6
2 1000 32 64 0.98 66.80 0.99 1.0 2027.7
3 1000 32 64 0.98 66.80 0.98 0.0 2013.2
4 1000 16 64 0.98 35.40 0.98 0.0 1008.4
5 1000 16 64 0.98 35.40 0.91 -7.1 935.2
6 1000 16 64 0.98 35.40 0.98 0.0 1006.5

7 1000 32 64 0.95 60.70 0.96 1.1 1965.4
8 1000 32 64 0.95 60.70 0.96 1.1 1960.5
9 1000 32 64 0.95 60.70 0.99 4.2 2029.9

10 1000 16 64 0.95 31.30 0.94 -1.1 963.2
11 1000 16 64 0.95 31.30 0.94 -1.1 966.8

12 1000 32 64 0.90 55.30 0.95 5.6 1936.8
13 1000 32 64 0.90 55.30 0.91 1.1 1865.2
14 1000 16 64 0.90 27.80 0.87 -3.3 892.2
15 1000 16 64 0.90 27.80 0.83 -7.8 846.3

16 1000 32 64 0.80 48.00 0.87 8.7 1783.7
17 1000 32 64 0.80 48.00 0.91 13.7 1867.7
18 1000 16 64 0.80 24.80 0.77 -3.8 790.6
19 1000 16 64 0.80 24.80 0.69 -13.8 703.6

20 4000 16 16 1.00 652.18 1.00 0.0 64.0

21 4000 16 16 0.98 25.80 1.00 2.0 63.7
22 4000 16 16 0.98 25.80 1.00 2.0 64.0
23 4000 16 16 0.98 25.80 0.97 -1.0 62.2
24 4000 12 16 0.98 20.80 1.00 2.0 47.8
25 4000 12 16 0.98 20.80 1.00 2.0 48.0
26 4000 12 16 0.98 20.80 0.99 1.0 47.3

27 4000 16 16 0.95 21.40 0.93 -2.1 59.5
28 4000 16 16 0.95 21.40 0.98 3.2 62.8
29 4000 16 16 0.95 21.40 0.98 3.2 62.9
30 4000 12 16 0.95 17.00 0.90 -5.3 43.0
31 4000 12 16 0.95 17.00 0.94 -1.1 45.2

32 4000 16 16 0.90 17.70 0.90 0.0 57.4
33 4000 16 16 0.90 17.70 0.97 7.8 61.9
34 4000 12 16 0.90 13.80 0.86 -4.4 41.1
35 4000 12 16 0.90 13.80 0.92 2.2 44.4

36 4000 16 16 0.80 13.40 0.78 -2.5 49.9
37 4000 16 16 0.80 13.40 0.84 5.0 53.9
38 4000 12 16 0.80 11.30 0.83 3.7 40.0
39 4000 12 16 0.80 11.30 0.74 -7.5 35.6

Average Deviation ∆qdev 3.4

Mean Value qdev 0.2
Standard Deviation σ 4.8

Best-Effort Requests (64 KByte Request Size) 718.5
Best-Effort Requests (16 KByte Request Size) 822.4

Total Bandwidth 31150.1
Achieved Disk Utilization of Real-Time Streams 0.95

Table A.6: Seagate Cheetah 36ES, Pattern-nf Workload.
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A.1. Achieved Stream Qualities with a Complex Setup

Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

0 1000 16 64 1.00 652.18 1.00 0.0 1024.0

1 1000 32 64 0.98 77.60 0.96 -2.0 1965.7
2 1000 32 64 0.98 77.60 0.98 0.0 2012.6
3 1000 32 64 0.98 77.60 0.92 -6.1 1894.2
4 1000 16 64 0.98 41.00 1.00 2.0 1022.7
5 1000 16 64 0.98 41.00 0.99 1.0 1017.6

6 1000 32 64 0.95 70.80 0.97 2.1 1986.6
7 1000 32 64 0.95 70.80 0.89 -6.3 1831.7
8 1000 16 64 0.95 36.50 0.99 4.2 1012.9
9 1000 16 64 0.95 36.50 0.98 3.2 1004.8

10 1000 32 64 0.90 64.50 0.96 6.7 1972.3
11 1000 32 64 0.90 64.50 0.79 -12.2 1618.6
12 1000 16 64 0.90 32.40 0.96 6.7 979.8
13 1000 16 64 0.90 32.40 0.95 5.6 972.0

14 1000 32 64 0.80 56.00 0.85 6.2 1743.6
15 1000 32 64 0.80 56.00 0.70 -12.5 1426.1
16 1000 16 64 0.80 27.40 0.84 5.0 861.4
17 1000 16 64 0.80 28.20 0.69 -13.8 708.0

18 4000 16 16 1.00 652.18 1.00 0.0 64.0

19 4000 16 16 0.98 33.40 0.99 1.0 63.6
20 4000 16 16 0.98 33.40 1.00 2.0 64.0
21 4000 12 16 0.98 26.60 0.98 0.0 46.8
22 4000 12 16 0.98 26.60 1.00 2.0 48.0

23 4000 16 16 0.95 28.00 1.00 5.3 63.9
24 4000 16 16 0.95 28.00 0.98 3.2 62.5
25 4000 12 16 0.95 22.00 0.94 -1.1 45.2
26 4000 12 16 0.95 22.00 0.98 3.2 46.8

27 4000 16 16 0.90 23.40 0.99 10.0 63.4
28 4000 16 16 0.90 23.40 0.98 8.9 62.5
29 4000 12 16 0.90 18.20 0.82 -8.9 39.5
30 4000 12 16 0.90 18.30 0.97 7.8 46.4

31 4000 16 16 0.80 18.00 0.90 12.5 57.8
32 4000 16 16 0.80 18.00 0.89 11.2 56.8
33 4000 12 16 0.80 15.50 0.87 8.7 41.9
34 4000 12 16 0.80 15.50 0.82 2.5 39.4

Average Deviation ∆qdev 5.3

Mean Value qdev 1.7
Standard Deviation σ 6.4

Best-Effort Requests (64 KByte Request Size) 734.7
Best-Effort Requests (16 KByte Request Size) 472.8

Total Bandwidth 27174.5
Achieved Disk Utilization of Real-Time Streams 0.96

Table A.7: Seagate Cheetah 36ES, Pattern-hf Workload.
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Appendix A. Measurement Results

Data Period Number of Request Requested Reservation Achieved Rel. Deviation Measured
Stream Length Requests Size Quality Time Quality of Quality Bandwidth

(i) (ms) (ai) (KByte) (qi) (ms) (qach,i) (qdev,i, %) KByte/s

0 1000 16 64 1.00 652.18 1.00 0.0 1024.0

1 1000 32 64 0.98 169.10 0.98 0.0 2011.1
2 1000 16 64 0.98 84.10 0.98 0.0 1008.6

3 1000 32 64 0.95 162.00 0.95 0.0 1951.4

4 1000 32 64 0.90 153.00 0.89 -1.1 1813.5

5 1000 32 64 0.80 135.50 0.76 -5.0 1555.2

6 4000 16 16 1.00 652.18 1.00 0.0 64.0

7 4000 16 16 0.98 92.80 0.96 -2.0 61.3
8 4000 12 16 0.98 69.40 0.99 1.0 47.6

9 4000 16 16 0.95 88.00 0.95 0.0 60.9

10 4000 16 16 0.90 82.50 0.93 3.3 59.7

11 4000 16 16 0.80 72.90 0.83 3.7 53.3

Average Deviation ∆qdev 1.4

Mean Value qdev 0.0
Standard Deviation σ 2.2

Best-Effort Requests (64 KByte Request Size) 315.9
Best-Effort Requests (16 KByte Request Size) 74.0

Total Bandwidth 10100.6
Achieved Disk Utilization of Real-Time Streams 0.96

Table A.8: Seagate Cheetah 36ES, Random Workload.
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A.2. Effect of the Distribution Class Width

A.2 Effect of the Distribution Class Width

A.2.1 IBM Ultrastar 36Z15
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(a) 16 KByte Request Size, Class Width 100 ms.
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(b) 64 KByte Request Size, Class Width 100 ms.
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(c) 16 KByte Request Size, Class Width 200 ms.
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(d) 64 KByte Request Size, Class Width 200 ms.
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(e) 16 KByte Request Size, Class Width 400 ms.
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(f) 64 KByte Request Size, Class Width 400 ms.

Req. Size / Linear Pattern-nf Pattern-hf Random
Class Width mean dev max mean dev max mean dev max mean dev max

16 KByte:
100 ms 0.91 1.30 8.80 0.94 1.36 10.80 1.19 1.54 10.80 4.03 1.03 11.20
200 ms 0.92 1.33 9.40 0.92 1.33 9.80 1.09 1.47 10.20 4.03 1.03 11.60
400 ms 0.91 1.30 9.20 0.95 1.35 10.80 1.05 1.45 9.60 4.04 1.04 10.80

64 KByte:
100 ms 1.71 0.97 11.30 1.88 1.09 12.40 2.07 1.21 11.50 4.24 0.73 11.60
200 ms 1.72 0.97 10.60 1.86 1.08 11.80 2.07 1.21 11.80 4.24 0.73 12.00
400 ms 1.72 0.98 28.40 1.89 1.11 11.60 2.09 1.21 12.40 4.24 0.73 11.60

(g) Distribution Parameters Mean Value, Standard Deviation, and Maximum Value (in ms).

Figure A.3: Request Execution Time Distributions, IBM Ultrastar 36Z15.
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Appendix A. Measurement Results

Class Width 0.10 ms Class Width 0.20 ms Class Width 0.40 ms

Period #Req. q r qach qdev r qach qdev r qach qdev

0 1000 24 1.00 726.02 1.00 0.0 726.02 1.00 0.0 726.02 1.00 0.0

1 1000 32 0.98 56.40 1.00 2.0 57.20 1.00 2.0 57.60 1.00 2.0
2 1000 32 0.98 56.40 1.00 2.0 57.20 1.00 2.0 57.60 1.00 2.0
3 1000 32 0.98 56.40 1.00 2.0 57.20 1.00 2.0 57.60 1.00 2.0
4 1000 16 0.98 29.20 0.98 0.0 29.60 0.98 0.0 30.00 0.99 1.0
5 1000 16 0.98 29.20 0.98 0.0 29.60 0.98 0.0 30.00 0.99 1.0
6 1000 16 0.98 29.20 0.99 1.0 29.60 0.99 1.0 30.00 0.99 1.0

7 1000 32 0.95 52.40 0.97 2.1 53.20 0.97 2.1 53.60 0.99 4.2
8 1000 32 0.95 52.40 1.00 5.3 53.20 1.00 5.3 53.60 1.00 5.3
9 1000 32 0.95 52.40 1.00 5.3 53.20 1.00 5.3 53.60 1.00 5.3

10 1000 16 0.95 26.60 0.97 2.1 27.00 0.96 1.1 27.20 0.97 2.1
11 1000 16 0.95 26.60 0.92 -3.2 27.00 0.95 0.0 27.20 0.94 -1.1
12 1000 16 0.95 26.60 0.98 3.2 27.00 0.98 3.2 27.20 0.98 3.2

13 1000 32 0.90 48.60 0.98 8.9 49.20 0.98 8.9 49.60 0.99 10.0
14 1000 32 0.90 48.60 0.95 5.6 49.20 0.96 6.7 49.60 0.97 7.8
15 1000 32 0.90 48.60 0.93 3.3 49.20 0.93 3.3 49.60 0.93 3.3
16 1000 16 0.90 24.10 0.91 1.1 24.80 0.93 3.3 24.80 0.92 2.2
17 1000 16 0.90 24.10 0.87 -3.3 24.80 0.89 -1.1 24.80 0.90 0.0
18 1000 16 0.90 24.10 0.85 -5.6 24.80 0.86 -4.4 24.80 0.87 -3.3

19 1000 32 0.80 42.60 0.78 -2.5 43.60 0.79 -1.3 44.00 0.79 -1.3
20 1000 32 0.80 42.60 0.86 7.5 43.60 0.87 8.7 44.00 0.88 10.0
21 1000 16 0.80 20.80 0.73 -8.8 21.20 0.74 -7.5 21.60 0.74 -7.5
22 1000 16 0.80 20.80 0.73 -8.8 21.20 0.73 -8.8 21.60 0.72 -10.0
23 4000 34 1.00 1028.53 1.00 0.0 1028.53 1.00 0.0 1028.53 1.00 0.0

24 4000 16 0.98 20.20 1.00 2.0 20.80 1.00 2.0 21.60 1.00 2.0
25 4000 16 0.98 20.20 1.00 2.0 20.80 1.00 2.0 21.60 1.00 2.0
26 4000 16 0.98 20.20 1.00 2.0 20.80 1.00 2.0 21.60 1.00 2.0
27 4000 12 0.98 16.20 0.99 1.0 16.80 0.99 1.0 17.20 1.00 2.0
28 4000 12 0.98 16.20 0.98 0.0 16.80 0.99 1.0 17.20 0.99 1.0
29 4000 12 0.98 16.20 0.98 0.0 16.80 0.99 1.0 17.20 1.00 2.0

30 4000 16 0.95 17.20 1.00 5.3 18.00 0.99 4.2 18.40 1.00 5.3
31 4000 16 0.95 17.20 0.99 4.2 18.00 0.96 1.1 18.40 1.00 5.3
32 4000 16 0.95 17.20 0.98 3.2 18.00 1.00 5.3 18.40 1.00 5.3
33 4000 12 0.95 13.50 0.96 1.1 14.00 0.98 3.2 14.40 0.99 4.2
34 4000 12 0.95 13.50 0.99 4.2 14.00 0.96 1.1 14.40 0.99 4.2
35 4000 12 0.95 13.50 0.97 2.1 14.00 0.95 0.0 14.40 0.97 2.1

36 4000 16 0.90 14.60 0.92 2.2 15.20 0.97 7.8 16.00 0.95 5.6
37 4000 16 0.90 14.60 0.95 5.6 15.20 0.94 4.4 16.00 0.95 5.6
38 4000 16 0.90 14.60 0.98 8.9 15.20 0.96 6.7 16.00 0.97 7.8
39 4000 12 0.90 11.40 0.83 -7.8 11.60 0.86 -4.4 12.40 0.91 1.1
40 4000 12 0.90 11.40 0.89 -1.1 11.60 0.90 0.0 12.40 0.92 2.2
41 4000 12 0.90 11.40 0.92 2.2 11.60 0.92 2.2 12.40 0.95 5.6

42 4000 16 0.80 11.50 0.93 16.2 12.00 0.89 11.2 12.80 0.92 15.0
43 4000 16 0.80 11.50 0.88 10.0 12.00 0.80 0.0 12.80 0.86 7.5
44 4000 12 0.80 8.70 0.76 -5.0 9.00 0.72 -10.0 9.60 0.79 -1.3
45 4000 12 0.80 8.70 0.73 -8.8 9.00 0.72 -10.0 9.60 0.74 -7.5

Average Deviation ∆qdev 3.9 3.5 4.0

Mean Value qdev 1.5 1.4 2.6
Standard Deviation σ 4.9 4.5 4.4

Table A.9: IBM Ultrastar 36Z15, Linear Workload.
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A.2. Effect of the Distribution Class Width

Class Width 0.10 ms Class Width 0.20 ms Class Width 0.40 ms

Period #Req. q r qach qdev r qach qdev r qach qdev

0 1000 24 1.00 726.02 1.00 0.0 726.02 1.00 0.0 726.02 1.00 0.0

1 1000 32 0.98 62.20 0.96 -2.0 62.00 1.00 2.0 63.20 0.96 -2.0
2 1000 32 0.98 62.20 0.99 1.0 62.00 0.99 1.0 63.20 1.00 2.0
3 1000 32 0.98 62.20 0.98 0.0 62.00 0.98 0.0 63.20 0.98 0.0
4 1000 16 0.98 32.20 0.99 1.0 32.00 0.98 0.0 32.80 0.97 -1.0
5 1000 16 0.98 32.20 0.94 -4.1 32.00 0.97 -1.0 32.80 0.92 -6.1
6 1000 16 0.98 32.20 0.99 1.0 32.00 0.98 0.0 32.80 0.99 1.0

7 1000 32 0.95 57.80 0.96 1.1 57.60 0.96 1.1 58.80 0.96 1.1
8 1000 32 0.95 57.80 0.96 1.1 57.60 0.96 1.1 58.80 0.98 3.2
9 1000 32 0.95 57.80 0.99 4.2 57.60 0.94 -1.1 58.80 0.95 0.0

10 1000 16 0.95 29.40 0.97 2.1 29.20 0.95 0.0 30.00 0.96 1.1
11 1000 16 0.95 29.40 0.95 0.0 29.20 0.95 0.0 30.00 0.98 3.2
12 1000 16 0.95 29.40 0.96 1.1 29.20 0.99 4.2 30.00 0.98 3.2

13 1000 32 0.90 53.40 0.93 3.3 53.20 0.97 7.8 54.40 0.95 5.6
14 1000 32 0.90 53.40 0.94 4.4 53.20 0.92 2.2 54.40 0.94 4.4
15 1000 16 0.90 26.60 0.89 -1.1 26.60 0.85 -5.6 27.20 0.88 -2.2
16 1000 16 0.90 26.60 0.91 1.1 26.60 0.92 2.2 27.20 0.94 4.4

17 1000 32 0.80 47.00 0.79 -1.3 46.80 0.87 8.7 47.60 0.85 6.2
18 1000 32 0.80 47.00 0.81 1.3 46.80 0.82 2.5 47.60 0.81 1.3
19 1000 16 0.80 22.90 0.76 -5.0 23.00 0.76 -5.0 24.00 0.81 1.3
20 4000 34 1.00 1028.53 1.00 0.0 1028.53 1.00 0.0 1028.53 1.00 0.0

21 4000 16 0.98 21.10 1.00 2.0 21.00 1.00 2.0 22.00 1.00 2.0
22 4000 16 0.98 21.10 1.00 2.0 21.00 1.00 2.0 22.00 1.00 2.0
23 4000 16 0.98 21.10 1.00 2.0 21.00 1.00 2.0 22.00 1.00 2.0
24 4000 12 0.98 16.80 0.99 1.0 16.80 0.98 0.0 17.60 0.99 1.0
25 4000 12 0.98 16.80 1.00 2.0 16.80 1.00 2.0 17.60 0.99 1.0
26 4000 12 0.98 16.80 0.97 -1.0 16.80 0.99 1.0 17.60 0.98 0.0

27 4000 16 0.95 18.00 0.96 1.1 18.00 0.97 2.1 19.20 1.00 5.3
28 4000 16 0.95 18.00 0.98 3.2 18.00 0.99 4.2 19.20 0.95 0.0
29 4000 16 0.95 18.00 0.99 4.2 18.00 0.99 4.2 19.20 0.99 4.2
30 4000 12 0.95 14.00 0.95 0.0 14.00 0.96 1.1 14.80 0.99 4.2
31 4000 12 0.95 14.00 0.91 -4.2 14.00 0.98 3.2 14.80 0.97 2.1
32 4000 12 0.95 14.00 0.97 2.1 14.00 0.96 1.1 14.80 0.98 3.2

33 4000 16 0.90 15.10 0.98 8.9 15.20 0.98 8.9 16.40 0.96 6.7
34 4000 16 0.90 15.10 0.98 8.9 15.20 0.98 8.9 16.40 0.98 8.9
35 4000 12 0.90 11.80 0.93 3.3 11.60 0.91 1.1 12.80 0.95 5.6
36 4000 12 0.90 11.80 0.88 -2.2 11.60 0.86 -4.4 12.80 0.95 5.6

37 4000 16 0.80 11.90 0.84 5.0 12.00 0.84 5.0 13.20 0.92 15.0
38 4000 16 0.80 11.90 0.81 1.3 12.00 0.81 1.3 13.20 0.82 2.5
39 4000 12 0.80 9.00 0.70 -12.5 9.00 0.71 -11.3 10.40 0.78 -2.5

Average Deviation ∆qdev 2.6 2.8 3.1

Mean Value qdev 0.9 1.4 2.4
Standard Deviation σ 3.6 3.8 3.5

Table A.10: IBM Ultrastar 36Z15, Pattern-nf Workload.
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Appendix A. Measurement Results

Class Width 0.10 ms Class Width 0.20 ms Class Width 0.40 ms

Period #Req. q r qach qdev r qach qdev r qach qdev

0 1000 24 1.00 726.02 1.00 0.0 726.02 1.00 0.0 726.02 1.00 0.0

1 1000 32 0.98 68.80 0.95 -3.1 68.80 0.99 1.0 69.20 0.97 -1.0
2 1000 32 0.98 68.80 0.98 0.0 68.80 0.97 -1.0 69.20 0.97 -1.0
3 1000 32 0.98 68.80 0.90 -8.2 68.80 0.89 -9.2 69.20 0.89 -9.2
4 1000 16 0.98 35.50 1.00 2.0 35.60 0.99 1.0 36.00 0.99 1.0
5 1000 16 0.98 35.50 0.99 1.0 35.60 0.97 -1.0 36.00 0.99 1.0
6 1000 16 0.98 35.50 0.97 -1.0 35.60 0.98 0.0 36.00 0.97 -1.0

7 1000 32 0.95 64.00 0.85 -10.5 64.00 0.86 -9.5 64.80 0.86 -9.5
8 1000 32 0.95 64.00 1.00 5.3 64.00 0.99 4.2 64.80 1.00 5.3
9 1000 16 0.95 32.40 0.98 3.2 32.60 0.99 4.2 32.80 0.90 -5.3

10 1000 16 0.95 32.40 0.94 -1.1 32.60 0.94 -1.1 32.80 0.94 -1.1

11 1000 32 0.90 59.10 0.80 -11.1 59.20 0.82 -8.9 60.00 0.81 -10.0
12 1000 32 0.90 59.10 0.99 10.0 59.20 0.99 10.0 60.00 1.00 11.1
13 1000 16 0.90 29.40 0.86 -4.4 29.60 0.94 4.4 30.00 0.89 -1.1
14 1000 16 0.90 29.40 0.85 -5.6 29.60 0.91 1.1 30.00 0.91 1.1

15 1000 32 0.80 52.00 0.72 -10.0 52.00 0.71 -11.3 52.40 0.73 -8.8
16 1000 32 0.80 52.00 0.91 13.7 52.00 0.94 17.5 52.40 0.93 16.2
17 1000 16 0.80 25.40 0.84 5.0 25.60 0.76 -5.0 26.00 0.87 8.7
18 1000 16 0.80 25.40 0.79 -1.3 25.60 0.76 -5.0 26.00 0.76 -5.0
19 4000 34 1.00 1028.53 1.00 0.0 1028.53 1.00 0.0 1028.53 1.00 0.0

20 4000 16 0.98 25.40 1.00 2.0 24.00 1.00 2.0 24.00 0.99 1.0
21 4000 16 0.98 25.40 0.99 1.0 24.00 1.00 2.0 24.00 1.00 2.0
22 4000 16 0.98 25.40 1.00 2.0 24.00 0.96 -2.0 24.00 0.98 0.0
23 4000 12 0.98 20.00 0.98 0.0 19.00 1.00 2.0 19.20 0.99 1.0
24 4000 12 0.98 20.00 1.00 2.0 19.00 1.00 2.0 19.20 0.99 1.0
25 4000 12 0.98 20.00 0.99 1.0 19.00 0.99 1.0 19.20 0.99 1.0

26 4000 16 0.95 21.70 0.99 4.2 20.80 0.95 0.0 20.80 0.97 2.1
27 4000 16 0.95 21.70 1.00 5.3 20.80 0.98 3.2 20.80 1.00 5.3
28 4000 12 0.95 17.00 0.98 3.2 16.00 0.95 0.0 16.00 0.98 3.2
29 4000 12 0.95 17.00 0.97 2.1 16.00 0.97 2.1 16.00 0.93 -2.1

30 4000 16 0.90 18.60 0.86 -4.4 17.60 0.97 7.8 17.60 0.90 0.0
31 4000 16 0.90 18.60 1.00 11.1 17.60 0.99 10.0 17.60 0.98 8.9
32 4000 12 0.90 14.40 0.94 4.4 13.60 0.94 4.4 13.60 0.80 -11.1
33 4000 12 0.90 14.40 0.82 -8.9 13.60 0.94 4.4 13.60 0.91 1.1

34 4000 16 0.80 14.90 0.92 15.0 14.00 0.88 10.0 14.40 0.71 -11.3
35 4000 16 0.80 14.90 0.87 8.7 14.00 0.84 5.0 14.40 0.93 16.2
36 4000 12 0.80 11.20 0.93 16.2 10.60 0.75 -6.3 10.80 0.71 -11.3
37 4000 12 0.80 11.20 0.81 1.3 10.60 0.74 -7.5 10.80 0.81 1.3

Average Deviation ∆qdev 5.0 4.4 4.7

Mean Value qdev 1.3 0.8 0.0
Standard Deviation σ 6.6 5.9 6.7

Table A.11: IBM Ultrastar 36Z15, Pattern-hf Workload.
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A.2. Effect of the Distribution Class Width

Class Width 0.10 ms Class Width 0.20 ms Class Width 0.40 ms

Period #Req. q r qach qdev r qach qdev r qach qdev

0 1000 24 1.00 726.02 1.00 0.0 726.02 1.00 0.0 726.02 1.00 0.0

1 1000 32 0.98 131.70 0.99 1.0 131.80 0.99 1.0 132.00 0.99 1.0
2 1000 16 0.98 65.20 0.99 1.0 65.40 0.99 1.0 65.20 0.99 1.0

3 1000 32 0.95 127.00 0.97 2.1 127.20 0.97 2.1 127.20 0.97 2.1
4 1000 16 0.95 62.60 0.96 1.1 62.80 0.96 1.1 63.20 0.97 2.1

5 1000 32 0.90 120.10 0.90 0.0 120.20 0.91 1.1 120.00 0.91 1.1
6 1000 16 0.90 59.00 0.89 -1.1 59.20 0.89 -1.1 59.20 0.89 -1.1

7 1000 32 0.80 106.50 0.78 -2.5 106.60 0.78 -2.5 106.40 0.78 -2.5
8 4000 34 1.00 1028.53 1.00 0.0 1028.53 1.00 0.0 1028.53 1.00 0.0

9 4000 16 0.98 63.00 0.94 -4.1 63.20 0.94 -4.1 63.60 0.95 -3.1
10 4000 12 0.98 47.10 0.98 0.0 47.20 0.98 0.0 47.60 0.98 0.0

11 4000 16 0.95 59.80 0.99 4.2 60.00 0.99 4.2 60.00 0.97 2.1
12 4000 12 0.95 44.60 0.95 0.0 44.80 0.96 1.1 44.80 0.94 -1.1

13 4000 16 0.90 56.10 0.87 -3.3 56.20 0.87 -3.3 56.40 0.87 -3.3
14 4000 12 0.90 41.60 0.90 0.0 42.00 0.91 1.1 42.00 0.92 2.2

15 4000 16 0.80 49.60 0.86 7.5 50.00 0.85 6.2 50.00 0.86 7.5
Average Deviation ∆qdev 1.7 1.9 1.9

Mean Value qdev 0.4 0.5 0.5
Standard Deviation σ 2.7 2.5 2.5

Table A.12: IBM Ultrastar 36Z15, Random Workload.
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Appendix A. Measurement Results

A.2.2 Seagate Cheetah 36ES
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(a) 16 KByte Request Size, Class Width 100 ms.

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0  2  4  6  8  10

Fr
eq

ue
nc

y

Request Execution Time (ms)

Linear
Pattern−nf
Pattern−hf
Random

(b) 64 KByte Request Size, Class Width 100 ms.
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(c) 16 KByte Request Size, Class Width 200 ms.
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(d) 64 KByte Request Size, Class Width 200 ms.
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(e) 16 KByte Request Size, Class Width 400 ms.
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(f) 64 KByte Request Size, Class Width 400 ms.

Req. Size / Linear Pattern-nf Pattern-hf Random
Class Width mean dev max mean dev max mean dev max mean dev max

16 KByte:
100 ms 1.04 1.93 12.80 1.04 1.87 15.30 1.41 2.32 18.50 5.93 1.55 14.00
200 ms 1.07 1.86 14.60 1.06 1.92 13.60 1.33 2.20 13.60 5.93 1.56 14.80
400 ms 1.01 1.88 12.80 1.09 1.97 13.60 1.31 2.13 13.20 5.95 1.57 14.00

64 KByte:
100 ms 1.75 1.45 36.90 1.92 1.53 36.80 2.24 1.77 36.90 5.40 1.31 36.00
200 ms 1.76 1.45 36.80 1.93 1.56 36.80 2.24 1.76 37.00 5.38 1.29 35.00
400 ms 1.75 1.45 36.80 1.92 1.54 36.80 2.25 1.77 37.20 5.39 1.29 36.00

(g) Distribution Parameters Mean Value, Standard Deviation, and Maximum Value (in ms).

Figure A.4: Request Execution Time Distributions, Seagate Cheetah 36ES.
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A.2. Effect of the Distribution Class Width

Class Width 0.10 ms Class Width 0.20 ms Class Width 0.40 ms

Period #Req. q r qach qdev r qach qdev r qach qdev

0 1000 16 1.00 652.18 1.00 0.0 652.18 1.00 0.0 652.18 1.00 0.0

1 1000 32 0.98 61.30 1.00 2.0 61.60 1.00 2.0 60.80 1.00 2.0
2 1000 32 0.98 61.30 1.00 2.0 61.60 1.00 2.0 60.80 1.00 2.0
3 1000 32 0.98 61.30 1.00 2.0 61.60 1.00 2.0 60.80 0.99 1.0
4 1000 16 0.98 32.70 0.99 1.0 32.80 0.99 1.0 32.80 1.00 2.0
5 1000 16 0.98 32.70 0.97 -1.0 32.80 0.99 1.0 32.80 0.99 1.0
6 1000 16 0.98 32.70 0.98 0.0 32.80 1.00 2.0 32.80 0.99 1.0

7 1000 32 0.95 55.70 0.98 3.2 56.00 0.98 3.2 55.20 0.98 3.2
8 1000 32 0.95 55.70 0.99 4.2 56.00 0.99 4.2 55.20 0.99 4.2
9 1000 32 0.95 55.70 1.00 5.3 56.00 1.00 5.3 55.20 0.99 4.2

10 1000 16 0.95 28.80 0.98 3.2 29.00 0.98 3.2 28.80 0.96 1.1
11 1000 16 0.95 28.80 0.95 0.0 29.00 0.94 -1.1 28.80 0.97 2.1
12 1000 16 0.95 28.80 0.96 1.1 29.00 0.96 1.1 28.80 0.96 1.1

13 1000 32 0.90 50.60 0.98 8.9 50.80 0.97 7.8 50.00 0.97 7.8
14 1000 32 0.90 50.60 0.96 6.7 50.80 0.96 6.7 50.00 0.95 5.6
15 1000 32 0.90 50.60 0.95 5.6 50.80 0.95 5.6 50.00 0.92 2.2
16 1000 16 0.90 25.40 0.91 1.1 25.60 0.92 2.2 25.20 0.91 1.1
17 1000 16 0.90 25.40 0.90 0.0 25.60 0.91 1.1 25.20 0.89 -1.1

18 1000 32 0.80 43.70 0.82 2.5 44.00 0.84 5.0 43.20 0.82 2.5
19 1000 32 0.80 43.70 0.78 -2.5 44.00 0.78 -2.5 43.20 0.80 0.0
20 1000 16 0.80 21.40 0.78 -2.5 21.60 0.79 -1.3 21.20 0.81 1.3
21 1000 16 0.80 21.40 0.73 -8.8 21.60 0.76 -5.0 21.20 0.74 -7.5
22 4000 16 1.00 652.18 1.00 0.0 652.18 1.00 0.0 652.18 1.00 0.0

23 4000 16 0.98 26.10 1.00 2.0 25.80 1.00 2.0 26.80 1.00 2.0
24 4000 16 0.98 26.10 1.00 2.0 25.80 1.00 2.0 26.80 1.00 2.0
25 4000 16 0.98 26.10 1.00 2.0 25.80 1.00 2.0 26.80 1.00 2.0
26 4000 12 0.98 21.10 0.99 1.0 20.80 1.00 2.0 21.60 1.00 2.0
27 4000 12 0.98 21.10 1.00 2.0 20.80 1.00 2.0 21.60 1.00 2.0
28 4000 12 0.98 21.10 0.99 1.0 20.80 1.00 2.0 21.60 1.00 2.0

29 4000 16 0.95 21.80 1.00 5.3 21.60 1.00 5.3 22.40 1.00 5.3
30 4000 16 0.95 21.80 0.98 3.2 21.60 0.99 4.2 22.40 1.00 5.3
31 4000 16 0.95 21.80 0.99 4.2 21.60 0.97 2.1 22.40 0.98 3.2
32 4000 12 0.95 17.20 0.92 -3.2 17.20 0.93 -2.1 18.00 0.94 -1.1
33 4000 12 0.95 17.20 0.95 0.0 17.20 0.99 4.2 18.00 0.99 4.2

34 4000 16 0.90 17.90 0.97 7.8 18.00 0.97 7.8 18.80 0.97 7.8
35 4000 16 0.90 17.90 0.96 6.7 18.00 0.97 7.8 18.80 0.99 10.0
36 4000 12 0.90 14.00 0.94 4.4 14.00 0.92 2.2 14.80 0.97 7.8
37 4000 12 0.90 14.00 0.93 3.3 14.00 0.92 2.2 14.80 0.93 3.3

38 4000 16 0.80 13.60 0.85 6.2 13.60 0.78 -2.5 14.40 0.90 12.5
39 4000 16 0.80 13.60 0.89 11.2 13.60 0.87 8.7 14.40 0.91 13.7
40 4000 12 0.80 10.20 0.69 -13.8 10.20 0.69 -13.8 11.20 0.82 2.5
41 4000 12 0.80 10.20 0.75 -6.3 10.20 0.70 -12.5 11.20 0.78 -2.5

Average Deviation ∆qdev 3.6 3.6 3.5

Mean Value qdev 1.7 1.7 2.9
Standard Deviation σ 4.4 4.4 3.7

Table A.13: Seagate Cheetah 36ES, Linear Workload.
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Appendix A. Measurement Results

Class Width 0.10 ms Class Width 0.20 ms Class Width 0.40 ms

Period #Req. q r qach qdev r qach qdev r qach qdev

0 1000 16 1.00 652.18 1.00 0.0 652.18 1.00 0.0 652.18 1.00 0.0

1 1000 32 0.98 66.80 0.96 -2.0 67.40 0.96 -2.0 66.40 0.99 1.0
2 1000 32 0.98 66.80 0.99 1.0 67.40 0.99 1.0 66.40 0.99 1.0
3 1000 32 0.98 66.80 0.98 0.0 67.40 0.98 0.0 66.40 0.98 0.0
4 1000 16 0.98 35.40 0.98 0.0 36.00 0.98 0.0 36.00 1.00 2.0
5 1000 16 0.98 35.40 0.91 -7.1 36.00 0.96 -2.0 36.00 0.99 1.0
6 1000 16 0.98 35.40 0.98 0.0 36.00 0.97 -1.0 36.00 0.99 1.0

7 1000 32 0.95 60.70 0.96 1.1 61.20 0.96 1.1 60.40 0.97 2.1
8 1000 32 0.95 60.70 0.96 1.1 61.20 0.96 1.1 60.40 0.97 2.1
9 1000 32 0.95 60.70 0.99 4.2 61.20 0.94 -1.1 60.40 0.94 -1.1

10 1000 16 0.95 31.30 0.94 -1.1 32.00 0.95 0.0 31.20 0.94 -1.1
11 1000 16 0.95 31.30 0.94 -1.1 32.00 0.93 -2.1 31.20 0.96 1.1

12 1000 32 0.90 55.30 0.95 5.6 56.00 0.94 4.4 55.20 0.94 4.4
13 1000 32 0.90 55.30 0.91 1.1 56.00 0.90 0.0 55.20 0.90 0.0
14 1000 16 0.90 27.80 0.87 -3.3 28.00 0.85 -5.6 28.00 0.87 -3.3
15 1000 16 0.90 27.80 0.83 -7.8 28.00 0.85 -5.6 28.00 0.84 -6.7

16 1000 32 0.80 48.00 0.87 8.7 48.20 0.89 11.2 48.00 0.90 12.5
17 1000 32 0.80 48.00 0.91 13.7 48.20 0.80 0.0 48.00 0.82 2.5
18 1000 16 0.80 24.80 0.77 -3.8 24.80 0.73 -8.8 24.80 0.78 -2.5
19 1000 16 0.80 24.80 0.69 -13.8 24.80 0.75 -6.3 24.80 0.79 -1.3
20 4000 16 1.00 652.18 1.00 0.0 652.18 1.00 0.0 652.18 1.00 0.0

21 4000 16 0.98 25.80 1.00 2.0 26.80 1.00 2.0 28.40 1.00 2.0
22 4000 16 0.98 25.80 1.00 2.0 26.80 1.00 2.0 28.40 1.00 2.0
23 4000 16 0.98 25.80 0.97 -1.0 26.80 0.99 1.0 28.40 1.00 2.0
24 4000 12 0.98 20.80 1.00 2.0 21.60 0.99 1.0 22.80 1.00 2.0
25 4000 12 0.98 20.80 1.00 2.0 21.60 1.00 2.0 22.80 0.99 1.0
26 4000 12 0.98 20.80 0.99 1.0 21.60 1.00 2.0 22.80 1.00 2.0

27 4000 16 0.95 21.40 0.93 -2.1 22.40 0.95 0.0 24.00 0.97 2.1
28 4000 16 0.95 21.40 0.98 3.2 22.40 1.00 5.3 24.00 0.97 2.1
29 4000 16 0.95 21.40 0.98 3.2 22.40 0.99 4.2 24.00 1.00 5.3
30 4000 12 0.95 17.00 0.90 -5.3 18.00 0.97 2.1 18.80 0.98 3.2
31 4000 12 0.95 17.00 0.94 -1.1 18.00 0.98 3.2 18.80 0.97 2.1

32 4000 16 0.90 17.70 0.90 0.0 18.80 0.86 -4.4 20.00 0.97 7.8
33 4000 16 0.90 17.70 0.97 7.8 18.80 0.92 2.2 20.00 0.99 10.0
34 4000 12 0.90 13.80 0.86 -4.4 14.60 0.89 -1.1 16.00 0.97 7.8
35 4000 12 0.90 13.80 0.92 2.2 14.60 0.88 -2.2 16.00 0.98 8.9

36 4000 16 0.80 13.40 0.78 -2.5 14.20 0.91 13.7 16.00 0.93 16.2
37 4000 16 0.80 13.40 0.84 5.0 14.20 0.90 12.5 16.00 0.89 11.2
38 4000 12 0.80 11.30 0.83 3.7 11.40 0.81 1.3 12.00 0.65 -18.8
39 4000 12 0.80 11.30 0.74 -7.5 11.40 0.82 2.5 12.00 0.72 -10.0

Average Deviation ∆qdev 3.4 3.0 4.1

Mean Value qdev 0.2 0.8 1.9
Standard Deviation σ 4.8 4.4 5.8

Table A.14: Seagate Cheetah 36ES, Pattern-nf Workload.
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A.2. Effect of the Distribution Class Width

Class Width 0.10 ms Class Width 0.20 ms Class Width 0.40 ms

Period #Req. q r qach qdev r qach qdev r qach qdev

0 1000 16 1.00 652.18 1.00 0.0 652.18 1.00 0.0 652.18 1.00 0.0

1 1000 32 0.98 77.60 0.96 -2.0 77.60 0.99 1.0 77.60 0.98 0.0
2 1000 32 0.98 77.60 0.98 0.0 77.60 0.98 0.0 77.60 0.99 1.0
3 1000 32 0.98 77.60 0.92 -6.1 77.60 0.92 -6.1 77.60 0.90 -8.2
4 1000 16 0.98 41.00 1.00 2.0 41.00 1.00 2.0 41.60 1.00 2.0
5 1000 16 0.98 41.00 0.99 1.0 41.00 0.99 1.0 41.60 0.99 1.0

6 1000 32 0.95 70.80 0.97 2.1 70.80 0.98 3.2 71.20 0.96 1.1
7 1000 32 0.95 70.80 0.89 -6.3 70.80 0.86 -9.5 71.20 0.88 -7.4
8 1000 16 0.95 36.50 0.99 4.2 36.60 0.99 4.2 36.80 0.99 4.2
9 1000 16 0.95 36.50 0.98 3.2 36.60 0.88 -7.4 36.80 0.91 -4.2

10 1000 32 0.90 64.50 0.96 6.7 64.80 0.95 5.6 64.80 0.96 6.7
11 1000 32 0.90 64.50 0.79 -12.2 64.80 0.80 -11.1 64.80 0.82 -8.9
12 1000 16 0.90 32.40 0.96 6.7 32.40 0.96 6.7 32.80 0.97 7.8
13 1000 16 0.90 32.40 0.95 5.6 32.40 0.95 5.6 32.80 0.94 4.4

14 1000 32 0.80 56.00 0.85 6.2 56.00 0.88 10.0 56.00 0.90 12.5
15 1000 32 0.80 56.00 0.70 -12.5 56.00 0.71 -11.3 56.00 0.69 -13.8
16 1000 16 0.80 27.40 0.84 5.0 27.60 0.88 10.0 28.00 0.89 11.2
17 1000 16 0.80 28.20 0.69 -13.8 28.20 0.80 0.0 28.40 0.85 6.2
18 4000 16 1.00 652.18 1.00 0.0 652.18 1.00 0.0 652.18 1.00 0.0

19 4000 16 0.98 33.40 0.99 1.0 32.00 0.99 1.0 32.00 1.00 2.0
20 4000 16 0.98 33.40 1.00 2.0 32.00 0.99 1.0 32.00 0.98 0.0
21 4000 12 0.98 26.60 0.98 0.0 25.60 0.98 0.0 25.60 0.97 -1.0
22 4000 12 0.98 26.60 1.00 2.0 25.60 1.00 2.0 25.60 0.99 1.0

23 4000 16 0.95 28.00 1.00 5.3 27.00 1.00 5.3 26.80 0.94 -1.1
24 4000 16 0.95 28.00 0.98 3.2 27.00 0.99 4.2 26.80 0.96 1.1
25 4000 12 0.95 22.00 0.94 -1.1 21.20 0.93 -2.1 21.20 0.94 -1.1
26 4000 12 0.95 22.00 0.98 3.2 21.20 0.95 0.0 21.20 0.99 4.2

27 4000 16 0.90 23.40 0.99 10.0 22.80 0.96 6.7 22.80 0.97 7.8
28 4000 16 0.90 23.40 0.98 8.9 22.80 0.97 7.8 22.80 0.98 8.9
29 4000 12 0.90 18.20 0.82 -8.9 17.60 0.80 -11.1 17.60 0.90 0.0
30 4000 12 0.90 18.30 0.97 7.8 17.60 0.96 6.7 17.60 0.94 4.4

31 4000 16 0.80 18.00 0.90 12.5 18.00 0.87 8.7 18.00 0.91 13.7
32 4000 16 0.80 18.00 0.89 11.2 18.00 0.84 5.0 18.00 0.86 7.5
33 4000 12 0.80 15.50 0.87 8.7 14.60 0.81 1.3 15.20 0.79 -1.3
34 4000 12 0.80 15.50 0.82 2.5 14.60 0.85 6.2 15.20 0.87 8.7

Average Deviation ∆qdev 5.3 4.7 4.7

Mean Value qdev 1.7 1.3 2.0
Standard Deviation σ 6.4 5.8 6.0

Table A.15: Seagate Cheetah 36ES, Pattern-hf Workload.
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Appendix A. Measurement Results

Class Width 0.10 ms Class Width 0.20 ms Class Width 0.40 ms

Period #Req. q r qach qdev r qach qdev r qach qdev

0 1000 16 1.00 652.18 1.00 0.0 652.18 1.00 0.0 652.18 1.00 0.0

1 1000 32 0.98 169.10 0.98 0.0 168.80 0.98 0.0 169.20 0.98 0.0
2 1000 16 0.98 84.10 0.98 0.0 84.00 0.98 0.0 84.00 0.98 0.0

3 1000 32 0.95 162.00 0.95 0.0 161.60 0.95 0.0 162.40 0.96 1.1

4 1000 32 0.90 153.00 0.89 -1.1 152.60 0.89 -1.1 152.80 0.88 -2.2

5 1000 32 0.80 135.50 0.76 -5.0 135.20 0.76 -5.0 136.00 0.76 -5.0
6 4000 16 1.00 652.18 1.00 0.0 652.18 1.00 0.0 652.18 1.00 0.0

7 4000 16 0.98 92.80 0.96 -2.0 92.80 0.97 -1.0 93.60 0.97 -1.0
8 4000 12 0.98 69.40 0.99 1.0 69.40 0.99 1.0 70.40 0.99 1.0

9 4000 16 0.95 88.00 0.95 0.0 88.00 0.96 1.1 88.40 0.96 1.1

10 4000 16 0.90 82.50 0.93 3.3 82.60 0.93 3.3 83.20 0.94 4.4

11 4000 16 0.80 72.90 0.83 3.7 73.00 0.84 5.0 73.20 0.83 3.7
Average Deviation ∆qdev 1.4 1.5 1.6

Mean Value qdev -0.0 0.3 0.3
Standard Deviation σ 2.2 2.3 2.4

Table A.16: Seagate Cheetah 36ES, Random Workload.
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Figure A.5: Achieved bandwidths using the SATF and the disk scheduler.
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Appendix A. Measurement Results
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Figure A.6: Achieved bandwidths using the SATF scheduler, a modified SATF scheduler forcing the execution of
aged requests and the disk scheduler.
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